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VLSI CAD applications deal with design objects that have an interface description and an implementation description. Versions of design objects have a common interface but differ in their implementations. A molecular object is a modeling construct which enables a database entity to be represented
by two sets of heterogeneous records, one set describes the object’s interface and the other describes
its implementation. Thus a reasonable starting point for modeling design objects is to begin with the
concept of molecular objects.
In this paper, we identify modeling concepts that are fundamental to capturing the semantics of
VLSI CAD design objects and versions in terms of molecular objects. A provisional set of user
operations on design objects, consistent with these modeling concepts, is also defined.
The modeling framework that we present has been found useful for investigahing physical storage
techniques and change notification problems in version control.
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1. INTRODUCTION
VLSI CAD applications and designers deal with complex design objects. A typical
object is often represented by a large collection of records that belong to different
record types (or relations). Unlike conventional database processing, CAD applications require object-oriented
accessing and manipulation.
That is, design
objects (not individual records) are the units of retrieval and storage, and are the
This is a selected paper from the Proceedings of the ACM 1985 SIGMOD Conference.
This work was supported by the M.C.C. and the National Science Foundation under grant MCS8317353.
Authors’ current addresses: D. S. Batory, Dept. of Computer Sciences, University of Texas at Austin,
Austin, TX 78712; W. Kim, Microelectronics and Computer Technology Corp., 9430 Research Blvd.,
Austin, TX 78759.
Permission to copy without fee all or part of this material is granted provided that the copies are not
made or distributed for direct commercial advantage, the ACM copyright notice and the title of the
publication and its date appear, and notice is given that copying is by permission of the Association
for Computing Machinery. To copy otherwise, or to republish, requires a fee and/or specific
permission.
0 1985 ACM 0730-0301/85/0900-0322 $00.75
ACM Transactionson

Database Systems, Vol. 10, No. 3, September

1985, Pages 322-346.

Modeling Concepts for VLSI CAD Objects

l

323

basis for enforcing semantic integrity upon the modification, insertion, and
deletion of component objects. Existing DBMSs fall far short of supporting these
needs.
The notion of object-oriented accessing has been incorporated, to varying
degrees of completeness, into a few recent prototype systems, notably at IBM
Research, San Jose [17, 25, 261, Boeing Computer Services, Seattle, Wash. [20],
and the University of California at Berkeley [14, 351. However, what is lacking
in these research and development efforts is a coherent model which captures
the semantics of design objects. There is a definite need for such a model, for it
would not only contribute to the understanding of the basic requirements of
database support for VLSI CAD applications, but it would also identify the
salient limitations of current (and prototype) database systems that make CAD
support difficult. A semantic model of design objects could provide the basis for
the design of future CAD DBMSs.
A database modeling construct, called molecular objects, was recently advanced
as a way to capture some of the semantics of design objects [2]. A molecular
object, like a VLSI CAD design object, has an interface description and an
implementation description. Both descriptions are represented by distinct sets
of heterogeneous records. Thus, molecular objects seem to provide a reasonable
starting point for developing a semantic model of design objects.
But molecular objects, by themselves, do not capture important concepts and
the dimensionality of VLSI CAD. Versioning is one such concept. The key to
bridging molecular objects and versions is the observation that all versions of a
design object share the same interface description and differ only in their
implementation descriptions. This is also the view taken in EDIF (Electronic
Data Interchange Format) specification [13] and in [27].
A crucial problem in modeling versions is recognizing their dimensionality
[27]. First, VLSI CAD methodology involves several design representations, with
designs moving from abstract specifications to progressively more concrete ones.
Design representations may include system architecture, subsystem architecture,
register transfer, Boolean expression, logic, circuit, geometrical layout, and process specifications [12]. Second, given a design in one representation, designers
typically experiment with various implementation alternatives, such as using
different technologies, different design algorithms, and different design constraints. Third, for each alternative, multiple versions of a design are generated,
for example, to fix bugs or to optimize performance.
In this connection, we are well aware of a considerable volume of research that
addresses the problem of version control, both for CAD applications and software
development [lo, 18, 21, 23, 27, 311. In spite of such focused efforts, most major
issues in version control -are still not well understood or clearly defined. We
believe that this situation is due primarily to the absence of a coherent model for
design objects and the failure to capture the dimensions that exist in versions
and to bridge them to the representation of design data.
In this paper, we identify and explain several modeling concepts that are
necessary to capture the semantics of VLSI CAD design objects and their various
dimensionalities. As we show, some of the concepts have already been discussed
or suggested by other researchers, mostly under different contexts or in restricted
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cases. However, we believe that we are making two valuable contributions to the
understanding of design databases. One is the development and clarification of
modeling concepts specifically for design databases. Another is a coherent integration of these concepts.
Design objects, which lend themselves to molecular object representation, are
of course a very important type of data in an integrated design database. However,
a design database consists of at least two other types of data: homogeneous,
tabular structured data (e.g., data about design data) and abstract data types for
high-level operations (e.g., geometries for spatial operations [14, 353). We limit
the scope of this paper to a consideration of design objects only. In particular,
we concentrate on logic and circuit representations of design objects; we do not
consider other representations at this time. Further, we emphasize that the
modeling concepts presented here have been developed for VLSI CAD databases.
We do not attempt to apply them to related application areas such as mechanical
CAD, computer-aided manufacturing (CAM), computer-aided engineering
(CAE), or software engineering. These are open research issues which we will
address in the near future.
This paper is organized as follows. We begin by presenting an example of VLSI
CAD design and outlining the modeling concepts that are required to describe it.
These concepts are then defined and developed in Section 3. In Section 4, we
distinguish our work from others by contrasting these concepts with those that
are present in current semantic data models. A first-cut set of user operations on
design objects, consistent with our modeling approach, is given in Section 5.
Finally, we describe ongoing investigations of other problems relating to version
control which use the framework of this paper as a basis.
2. AN OVERVIEW

OF VLSI CAD MODELING

CONCEPTS

In this section we present a simple, but representative, example of a circuit
design. We then discuss the modeling concepts that are needed to capture its
semantics.
2.1 A VLSI Example

The description of a circuit consists of two parts: its interface and implementation
[13, 271. The interface of a circuit specifies the function of the circuit and lists
its inputs and outputs. The implementation is usually defined by less complex
circuits and their interconnections, where each component circuit is assigned its
own interface and implementation. Thus circuit description, as well as the design
itself, is often hierarchical; it enables implementation details to be developed and
revealed in a progressive manner.
Consider a circuit for a 4-bit adder. Figure 1 shows its interface specification:
a pair of 4-bit numbers (X, Y) are input, and a &bit number representing their
sum (2) is output. Details about the circuit’s internals are not shown, but are
specified in the circuit’s implementation.
One possible implementation of an adder is shown in Figure 2. It is realized
as a ripple-carry through four adder-slice circuits. According to its interface
(Figure 3a), an adder-slice takes a pair of l-bit numbers (X, Y) and the carry
from a previous slice (CiJ and produces their l-bit sum (2) and carry (C&J.
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An implementation
of an adder-slice is shown in Figure 3b. It consists of two
half-adders and an OR gate. The interface of a half-adder has two inputs and
two outputs; its implementation
consists of an AND gate and an XOR gate
(Figure 4). Similarly, implementation
circuits for 2-input AND, OR, and XOR
gates could also be given. However, we assume for the purposes of this paper that
such gates are primitives that do not require further decomposition.
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As a rule, a circuit interface can have multiple implementations.
Consider
Figure 3a which shows the interface of an adder-slice. Figures 3b and Figure 5
give different implementations
for this interface. Many others are possible.

2.2 Modeling Concepts
Using the above example (and others) as guides, we have found that modeling
design databases requires the use of four distinct concepts: molecular objects,
version generalization,
instantiation,
and parameterized versions. We briefly
explain each in turn. More detailed explanations are given in Section 3. To set
our work apart from others, we cite in Section 4 differences that exist between
our proposed concepts and those that underly current semantic data models (e.g.,
[7, 9, 16, 32, 33, 361). It is our belief that the concepts which we identify are not
recognized (or are present only in a restricted form) in current models.
Databases must be stratified in order to delineate the levels of detail that are
present in design objects. Stratification
can be achieved through the use of
molecular objects [2], objects that have an interface description and an implementation description. The implementation
description of a molecular object is
ACM Transactions on Database Systems, Vol. 10, No. 3, September 198-5.
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defined by an aggregation of component objects and their relationships.
The
concept of abstracting a set of objects and their relationships into a single, higherlevel object is called molecular aggregation. Molecular objects and molecular
aggregation are reviewed in Section 3.1.
As we saw earlier, a circuit interface may have many implementations.
Objects
that share the same interface but have different implementations
are versions. A
term often mentioned in the context of version control is design alternative
[6, 221. Currently there appear to be at least two interpretations
of this term.
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One is to make no distinction; versions and design alternatives are merely
different names for implementations of a design object. The other is to classify
implementations of a design object by implementation strategies, optimizing
criteria (area, power consumption, speed, etc.), technology (nMOS, CMOS, etc.),
and so forth. Implementations within a single class are called versions and those
in different classes are design alternatives. In this paper, we do not distinguish
versions from alternatives, although in future extensions to our model we may
do so.
Versioned objects are said to be occurrences of a single object type (or interface).
Figure 6 illustrates the general relationship between object types and object
versions. Three object types are shown. Type A has three implementations
(versions), type B has none (no implementation, for it has yet been specified),
and type C has two. An example of type C is the adder-slice, where Figure 3a is
the object type and Figures 3b and 5 are its versions.
Object versions are related to their object types by a special relationship which
we call version generalization. An object type is an abstraction of the common
features of its versions; all attributes of an object type are inherited by its
versions. For example, the attributes of the adder-slice object type of Figure 3a
(e.g., input pins, output pins, function, etc.) are common to all adder-slice
versions. There may of course be attributes of versions that are not inherited,
such as name of circuit designer, version creation date, and so on. A precise
definition of version generalization is given in Section 3.2.
Instantiation is a third concept for modeling design databases. Figure 2 shows
an example. An adder uses four copies, called instances, of the adder-slice
interface. Each instance is distinct (i.e., each has its own separate set of inputs,
outputs, and coordinate positions on a circuit diagram), yet each shares the same
adder-slice features. In general, both object types (interface) and object versions
(interface and implementation) can be instantiated. Instantiation distinguishes
an object (type or version) from its copies. Copies are simply reproductions of a
master; the copies themselves are not versions.
Instantiation, like version generalization, has attribute inheritance. An instance of an object (type or version) inherits all attributes of that object. Instances
also have attributes that are not inherited (e.g., coordinate positions, inputs and
outputs that are specific to an instance). It is the noninherited attributes that
enable different instances to be distinguished. A precise definition of instantiation
is presented in Section 3.3.
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Parameterized versions is the fourth of our proposed modeling concepts. Again
consider Figure 2. The implementation
of the adder uses four adder-slice circuits
(i.e., circuit interfaces). However, no implementation
of any adder-slice circuit is
specified. Either one or both of the adder-slice implementations
of Figures 3b
and 5 could be used in building an actual adder circuit.
Figure 2 can be understood as a template. Each instance of an adder-slice type
(interface) defines a socket or hole which can be plugged by an instance of any
adder-slice version (implementation).
It is this notion of “sockets” and “plugs”
[13] that gives rise to the concept of parameterized versions. The parameterization of objects is shown to be a natural consequence of molecular objects, version
generalization, and instantiation
in Section 3.4.
3. DEFINITION

OF MODELING

CONCEPTS

We define and develop the concepts of molecular objects, version generalization,
instantiation,
and parameterized versions in the context of the ER model. We
have chosen the ER model because of its simplicity and popularity, and because
our paper builds upon a recent work [2] that also used the ER model. Note that
our choice of the ER model does not limit the generality of our approach,
molecular objects, version generalization, instantiation,
and parameterized versions are concepts that are portable to all other models.
A characteristic of the ER model, as well as other semantic data models, is
that two distinct logical representations of a database are used (or implied). One
is a semantic representation which expresses a database in terms of entities or
objects and their relationships. The other is a mapping of a semantic representation to a more internal representation
[38] (e.g., graphs or relations). For
purposes of conciseness and clarity, we map ER diagrams to relations, thereby
showing how our concepts might be represented by current DBMSs.
We present each concept by first giving its semantic definition and representation, and then providing rules by which its semantic representation
can be
reduced to a relational form.
3.1 Molecular Objects
Molecular objects have two levels of description: an interface and an implementation. Both levels are modeled separately using standard ER techniques. The
resulting models are then integrated using the concepts of molecular aggregation
and correspondence. A complete description and treatment of these concepts is
given in [2]. As a brief review, molecular aggregation treats a set of heterogeneous
entities and their relationships as a single higher-level entity. It is possible for
specific entities, attributes, and relationships to exist at both the interface and
implementation
levels. In such cases, the representations that describe them will
be different at each level. Correspondence is a mapping which is used to show the
identity of representations at different levels. Consider the following example.
Figure 7 shows the interface and an implementation
of a 4-input AND gate.
An ER plan of gate interfaces is shown in Figure 8a. The plan itself is quite
simple; gates have zero or more pins as their external features. Pins are existencedependent on their gates, and are thus represented as weak entities [7] or
characteristic entities [9].
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A circuit diagram of a 4-input AND gate.

An ER plan of gate implementations
is shown in Figure 8b. Higher level gates
are composed of lower level gates, terminals, and wires. Terminals are pins of
higher level gates; they are used for the external referencing of inputs and
outputs, and are not pins of lower level gates. A wire connects two points, where
a point is either a pin of a lower level gate or a terminal. The entity set of
POINTS is formed by the union of the entity sets of PINS and TERMINALS,
and this is shown in the diagram by the ISA (or Smith and Smith generalization
[34]) modeling construct.
The interface and implementation
plans are integrated in Figure 8a-b to form
a model of a gate molecular object. The box drawn around the ER plan in Figure
8b denotes molecular aggregation; it represents the aggregate of entities and
relationships
that define a specific gate implementation.
Each aggregate is
abstracted into a single, higher level entity.
The dashed line connecting the GATE entity set in the interface with the
aggregation box expresses correspondence. It means that each aggregate corresponds to precisely one GATE entity.l Similarly, each interface-level PIN entity
corresponds to precisely one implementation-level
TERMINAL
entity. This too
is modeled by correspondence.
Figure 8c shows the relational tables that underly the molecular object plan of
Figures 8a-b, along with the tuples that define the molecular object (a 4-input
AND gate) of Figure 7. The primary key of each table is underlined. Rules for
reducing ER plans of molecular objects to tables are given in [2].
3.2 Version Generalization
Version generalization is the relationship between object types and their versions.
Version generalization
has two special properties. First, there is the notion of
attribute inheritance; all attributes (i.e., interface properties) of an object type
are inherited by its versions. Second, object types have update restrictions
1 The subsetting symbol that terminates the dashed line expresses subset correspondence. That is,
each aggregate is associated with one GATE entity, but not every GATE entity is paired with an
aggregate. Some gates such as 2-input AND- and OR-gates must be considered primitive, and as such
will not be given explicit implementations.
ACM Transactions on Database Systems, Vol. 10, No. 3, September 1985.
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whereby certain attributes are nonmodifiable. Modifying an attribute of an object
type may change the interface of the type. In such cases, a new object type is
created leaving the original object type unchanged. Versions of the original type
are not considered versions of the new type. For example, suppose the adderslice type of Figure 3a is modified so that it takes a pair of 2-bit inputs and
produces a 2-bit sum and a carry. This new adder-slice type is a different object
type from that of Figure 3a. Moreover, versions of Figure 3a would not be versions
of the new adder-slice.
An object type can have modifiable attributes. A count of the number of
versions (implementations) of the object type is an example; it provides descriptive information and can be incremented without affecting the interface specification of the type.
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The connection between molecular objects and version generalization
is
straightforward.
Every object version is a molecular object. The implementation
portion of a molecular object remains as is. However, the interface is factored
into object type data (e.g., circuit type, input and output parameters) and object
version data (e.g., creation date, name of circuit designer). That is, shared
interface data is separated from version specific interface data.
Version generalization can be modeled in the following way. An ER plan of an
object type and its features will look something like Figure 9a; there is an entity
set of object types and an entity set of external features. Each object type has a
type number T# as its primary key, with descriptive attributes TI . . . Tt (e.g.,
one of the Ti attributes could be a count of the number of versions of the object
type). These are the attributes that form the underlying object type relation OT
(Fig. 9b).
An object type can have external features (Fig. 9a). Let FEATURE denote the
entity set of such features. The attributes of FEATURE
are a feature number
F# and zero or more descriptive attributes Fl . . . Ff. This set of attributes, in
addition to T#, forms the underlying type-feature relation TF (Figure 9b). T# is
included in TF because the primary key of a type-feature entity is (T#, F#).
An ER plan of an object version and its features is shown in Figure 9c. Each
object version has a unique version number (V#) to distinguish it from other
versions of the same type. It also has zero or more attributes VI . . . V, that are
version-specific
(i.e., attributes that are not inherited from the object type).
These attributes, along with T#, form the underlying object-version relation OV.
The primary key of an object version is (T#, V#). Note that an object version
inherits attributes Tl . . . Tt from its object type.
The plan of Figure 9c also shows that external features of object versions may
have zero or more version-specific
attributes G1 . . . Gg. This set of attributes,
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along with T#, V#, and F#, forms the underlying version-feature relation VF.
The primary key of a version-feature entity is (T#, V#, F#). Note that a version
feature inherits attributes Fl . . . Ff from its type feature.
In the special case where g = 0 (there are no G attributes), relation VF reduces
to three attributes (T#, V#, F#). This relation can be computed by taking the
equijoin of OV and TF over T# and projecting (T#, V#, F#). Thus, when g = 0,
relation VF is redundant and can be eliminated (Figure 9d). VF is not redundant
otherwise.
Two additional points need to be made. First, for reasons of simplicity, we do
not introduce a diagrammatic notation to relate object type entity sets and object
version entity sets. Instead, we adopt a naming convention where object names
are followed by -TYPE or -VERSION to indicate the appropriate semantics.
Second, we note that there can be any number of distinct feature types, not just
one as indicated in Figure 9. If there were several, every feature type would be
represented by a distinct feature entity set. Each would be modeled and reduced
to tables (relations) exactly in the manner described above. If no external features
are present, then the FEATURE entity sets of Figures 9a, c and FEATURE
tables OF and VF are dropped.
As an example, Figure 10a shows how gate types and gate versions can be
modeled. The plans for both were derived from the interface of gate objects
(of Figure 8a) by separating object type attributes from object version attributes. The tables of Figure lob were formed using the above rules. Note that a
PINS-VERSION table is not present in Figure lob, as its contents could be
computed from an equijoin of GATE-VERSION
and PINS-TYPE over T#.
This follows from the rule in Figure 9d.
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3.3 Instantiation
Copies of an object (e.g., a 2-input AND gate, an adder-slice, etc.) are made by
instantiation.
Both object versions and object types can be instantiated.
If an
object type is instantiated, no implementation
of the object is specified; only the
interface is copied. If an object version is instantiated, both the interface and its
implementation
are copied.
Instantiation
involves attribute inheritance. An instance of an object version
inherits the attributes of both the object type and its version; an instance of an
object type just inherits the attributes of the type. The same applies to the
external features of object types and object versions. Figure 11 shows the attribute
inheritance graph relating object types, versions, and their instances.
Figure 12 shows how instances are modeled. An instance of an object (type or
version) has an instantiation
number (I#) which distinguishes it from other
instances of that object. The primary key of an instance is (T#, V#, I#), where
(T#, V#) identifies an object version. If an object type is instantiated, (T#, V#,
I#) can still be used, but V# assumes a special value which can be differentiated
from legal version numbers.
Instances can also have zero or more (noninherited)
attributes I1 . . . 1i (e.g.,
the coordinate position of an instance in a circuit diagram). These attributes, in
addition to T#, V#, and I#, form the object-instance relation OI. Note that an
object instance inherits attributes Tl . . . Tt from its object type and, if it is an
instance of an object version, attributes Vl . . . V, from its version.
Each of the external features of an instance may have zero or more instancespecific (noninherited)
attributes H1 . . . Hh. These attributes, in addition to T#,
V#, I#, and F#, form the instance-feature
relation IF. The primary key of an
instance-feature
is (T#, V#, I#, F#). Every feature instance inherits attributes
Fl . . . Ff from its feature type and, if it is an instance of a version feature,
attributes G1 . . . Gg from its version.
In the special case where h = 0 (there are no H attributes), relation IF reduces
to four attributes (T#, V#, I#, F#). This relation can be computed by taking the
equijoins of 01 and TF over T# and projecting (T#, V#, I#, F#). Thus, when
h = 0, relation IF is redundant and can be eliminated (Figure 12b). IF is not
redundant otherwise.
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Again for reasons of simplicity, we do not introduce a diagrammatic notation
to relate object types and versions to their instances. Instead, we use a naming
convention where an object name followed by -INSTANCE
indicates that
instances of both object types and object versions can be formed. For example, GATE-INSTANCE
refers to instances of both GATE-TYPES
and
GATE-VERSIONS.
In the case that only object types are to be instantiated, a
suffix -TYPE-INSTANCE
is used (i.e., GATE-TYPE-INSTANCE).
Similarly, the suffix -VERSION-INSTANCE
is used for instances that are limited
to object versions. Usually, -INSTANCE
is flexible enough to capture the
semantics that are required in most situations.
As an example, Figure 13 shows how gate instances can be modeled. Applying
the rules of Figure 12b, only the table GATE-INSTANCE
is generated; the table
PINS-INSTANCE
is redundant as its contents could be computed by an equijoin
of GATE-INSTANCE
and PINS-TYPE
over T#.
We are now at a point where we can revise the ER plan of Figure 8 to show
how gate interfaces and implementations
can be modeled using instantiation
and
version generalization. We saw in the last section that gate interfaces (Figure 8a)
could be factored into object-type data and object version data (Figure 10). This
factoring is reproduced in Figure 14a. Figure 14b is a revision of the ER plan of
gate implementations
(Figure 8b), where GATE molecular objects are replaced
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A revised model of the gate database of Figure 8.

by GATE instances. Applying the ER diagram reduction rules in this section and
in the version generalization
section, four tables are produced: GATE-TYPE,
PINS-TYPE,
GATE-VERSION,
and GATE-INSTANCE.
Then, applying the
reduction rules for molecular object diagrams [2], a fifth table (WIRE) is
produced. Also, the WIRE table and the GATE-INSTANCE
table are augmented
with a column (PARENT-T#,
V#) to indicate the version implementation
to
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which a WIRE or GATE-INSTANCE
belongs. Figure 14c lists these tables and
the tuples that underly the AND gate of Figure 7.
It is important to recognize the semantic and pragmatic differences between
Figures 8 and 14. Figure 8 does not use gate instances; each time a gate is used
in a circuit, its interface and implementation definition are duplicated. Thus, if
a 2-input AND gate was not primitive, the database of Figure 2 would have three
complete copies of 2-AND gate definitions. Instantiation removes such redundancies by using references to a common definition; the definition itself is not
duplicated. Figure 8 also duplicates object-type data; version generalization
eliminates this redundancy.
Finally, some comments on the contents of the tables of Figure 14 are in order.
Note that gates Gl-G4 in Figure 7 are assigned different names in Figure 14.
Gate G4 defines the interface to a 4-input AND gate and appears as gate type
T2 in table GATE-TYPE. The implementation of gate type T2 is denoted by
version VO in table GATE-VERSION.
Gates Cl-G3 are instances of a 2-input AND gate. The 2-input AND gate
type is Tl and its implied implementation is denoted by version VO in table
GATE-VERSION. Gates Gl-G3 thus correspond to gate instances (Tl, VO, 11)
through (Tl, VO, 13) in table GATE-INSTANCE.
3.4 Parameterized

Versions

There is an important semantic difference between instances of object types and
instances of object versions. Let V be a version of object type T and let X be a
version of some other object type. Whenever an instance of V is used in the
implementation of X, V is an inherent or fixed part of X’s design. However,
when an instance of T is used instead, this creates a “socket” or “template” in X
in which instances of any version of type T may be placed. This gives rise to the
concept of parameterized versions.
Parameterized versions can be understood as templates. Each socket can be
plugged with instances of versions (parameterized or nonparameterized) of a
specific type. Parameterization naturally supports hierarchical relationships
among version instances. Figure 15 shows the implementation of version VA’ of
object type A. It consists of an instance of object version VA (different from
VA’) which has two parameters; one is filled with an instance of object version
VZ3(which itself is parameterized) and the other contains an instance of object
version VC (which is not parameterized). VB has three parameters; the first two
are filled with instances of nonparameterized versions VD and VE, and the
remaining parameter is unplugged.
A plug and socket diagram is used to indicate relationships among version
instances. Figure 16a gives a notation for a nonparameterized version (a box).
Figure 16b shows the notation for a version with three parameters (a circle with
three emanating lines). Figure 16c shows a notation used to describe the structure
of Figure 15. Note that each node of a plug and socket diagram represents an
instance of a version. For each socket (i.e., instance of an object type) in a
version, there corresponds an arc that emanates from the node. A more indepth
examination of this example will be given shortly.
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Plug and socket diagram concepts.

We say that a version is parameterized if it has one or more unplugged
parameters. Suppose tl and t2(y) are versions of type T. Version tl is not
parameterized; t2(y) is. Furthermore, let x(t) be a version of type X, where t is a
parameter of type T. Note that x(t), x(tl), and n(t2(y)) each define distinct
versions (implementations)
of object type X. x(t1) is not parameterized; x(t) and
x(t2(y)) are.
As another example, Figure 2 shows an implementation
of an adder which
utilizes four instances of an adder-slice type. Let A(asl, asz, ass, a.sJ denote this
version, where as1 . . . as4 are parameters of type adder-slice. Suppose Figures 3b
and 5 define two unparameterized versions of an adder-slice.’ Call them Sl and
S2. By plugging in instances of 5’1 or S2 for each of the parameters of A, we can
define a spectrum of unparameterized versions (A (Sl, Sl, Sl, Sl) . . . A (5’2,
S2, S2, S2)) of an adder. Leaving any parameters unplugged (e.g., A(S1, asz, S2,
Sl)) results in a parameterized version.
It is useful to distinguish object versions that result from plugging parameters
from those that are defined using the techniques in the previous sections. We
* Figure 3b actually defines an adder-slice in terms of two half-adder object-type instances. If we were
to be consistent, Figure 3b would be represented as an object version with two parameters of type
half-adder. These parameters would be plugged with instances of the nonparameterized
half-adder
object version of Figure 4b.
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say that an object version is basic if it was not formed from other versions
by plugging parameters. As object version is composite otherwise. The adder
A(usl . . . usa) and adder-slices Sl and S2 are basic; adders A(S1, Sl, Sl, Sl)
and A(S1, usz, S2, Sl) are composite.
Although basic and composite versions are treated uniformly in our model,
their relational representations are quite different. The implementation
of a basic
version is represented by a set of tuples that conform to a specific ER plan. The
implementation
of a composite version, in contrast, is represented by an encoding
of its plug and socket diagram.
A plug and socket table PS has three groups of attributes. The first group
( T#ps, V#,,) identifies a plug and socket diagram as the implementation
of version
(T#PB, V#,,). The second group (T#,, V#,, I#,) distinguishes a node (version
instance) in a plug and socket diagram. The third group (T#,, I#,, V#,,, I#,)
specifies how socket (T#,, I#,) of node (T#,, V#,, I#,) is plugged with instance
I#, of version (T#,, V#,). (Note that Z#s is the instantiation
number of an
instance of object type T#S in version (T#,, V#,).) PS has a total of nine
attributes. The primary key of PS is (T#,,, V#,,, T#,, V#,, I#,, T#,, I#,), which
identifies a socket in a plug and socket diagram.
Figure 17a labels the plug and socket diagram of Figure 16a with object type,
object version, and instantiation
numbers. Each node is given its version instance
identifier (T#, V#, I#) and each arc is given its Z# of an object type instantiation.
Figure 17b gives table PS for Figure 17a. Note that the last row of PS describes
a socket that is unplugged. This means that object version VA’ of type A is
parameterized.
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4. ABSTRACTION
MODELS

RELATIONSHIPS

IN CURRENT

SEMANTIC

DATA

Molecular aggregation, version generalization, and instantiation are distinct
concepts. None are present in a general form in current semantic data models.
They may, however, exist in restricted forms or they may have been discussed in
other contexts. In the following paragraphs, we review recognized abstraction
relationships of semantic data models and differentiate them from the concepts
described in this paper.
We are aware of two limited forms of molecular aggregation that were proposed
earlier. One deals with the aggregation of a set of objects but not their relationships. This form of molecular aggregation has been called grouping [16], cover
aggregution [9], and u.ssociation [4, 5, 32].3 The second deals with the aggregation
of treating an entire database as a single entity. This form has been called
coh!ectionussociution [ 361.
There are two abstraction concepts in semantic data models that are similar
to, but not the same as, version generalization. They are generalization (sometimes called ISA hierarchies) and classification. The generalization concept of
Smith and Smith [34] takes two or more object sets (entity sets) and forms a
higher level object set by their union. Similar to version generalization, there is
attribute inheritance. The attributes of the higher level object set are those that
are inherited by the underlying object sets. There may also be attributes that are
not shared; these are identified with lower level object sets. Figure 18 illustrates
the idea of a Smith and Smith generalization; a “generalized” set S3 is formed
by taking the union of sets Sl and S2. Note that a Smith and Smith generalization is different from the version generalization of Figure 6; a type entity set
is not formed by the union of version entity sets.
Classification is a simple form of abstraction in which a type is defined as a
set of instances. Classification is the relationship between an object type defined
in a schema and its instances found in a database [4, 27, 29, 30, 381. Version
generalization is quite different from classification in that both object types and
their versions are defined in a database.
We note that the term “instantiation” poses a slight problem in terminology.
Our use of the term is consistent with VLSI design methodology [13, 26-281.
However, “instantiation” has already been used in the context of classification
(described above) and programming languages to mean something quite different
(i.e., an object is an “instance-of” an object type and not a “copy-of” another
object). We do not resolve this terminological difficulty in this paper. However,
we alert readers to the different usage of “instantiation” in other papers.
It is interesting to note that the CODASYL DDL can support a notion of
version generalization [8,37]. Although the CODASYL model is hardly a semantic data model, it does have the facility of copying data items of owner records
into virtual fields of member records (i.e., the SOURCE and RESULT
a Smith and Smith aggregation [34] (atomic aggregation) does not appear to be related to molecular
aggregation. Atomic aggregation is an abstraction of a single relationship into a higher level object;
it supports relativism, the unification
of objects and relationships
in more advanced semantic data
models 116, 361.
ACM Transactions on Database Systems, Vol. 10, No. 3, September 1985.

ModelingConceptsfor VLSI CAD Objects
Object

l

341

Set s3

= Sl union s2

c!er3L
a

Object

b

c

d

Set Sl

Object

e

Set S2

Fig. 18. Smith and Smith generalization.

declarations). By identifying owner record types with object types and member
record types with version interfaces, a form of attribute inheritance is achieved.
Instantiation and parameterized versions are certainly not new to VLSI design
methodology. Nor are the concepts totally new to database management systems
(see [39, 401). However, we do not believe that the fundamental constructs that
admit instantiation and object parameterization have been recognized or formalized in the context of semantic data models. Certainly the concept of parameterized objects is not a feature of well-known models [7, 16, 32, 33, 36, 381.
5. BASIC OPERATIONS
The modeling concepts presented in the previous sections have led us to a firstcut set of user operations on design objects. The operations that we list below
are rather primitive; they do not involve selection predicates and are procedural
in nature. However, we believe that more complex operations can be expressed
as sequences of these operations. A principal goal of subsequent research is to
define a nonprocedural language for querying and modifying design objects.
5.1 Operations on Types
Let OT-set denote an object type entity set (e.g., GATE-TYPE), let OT-id be an
object type identifier, and OT-area be an area of main memory or secondary
storage where object type data is to be stored or found. Object types can be
- retrieued: READ-TYPE(OT-id,
OT-area) reads object type OT-id into
OT-area.
- created: DEFINE-TYPE(OT-set,
OT-area, OT-id) takes the object type in
OT-area and inserts it into entity set OT-set. OT-id, the identifier of the object
type, is returned as a result. (Note that the returning of OT-id is optional if
object types are assigned identifiers by users rather than by the system.)
- deleted: DELETE-TYPE(OT-id)
deletes object type OT-id from the database.
- updated: UPDATE-TYPE(OT-id,
OT-area) replaces the old definition of
object type OT-id with the object type found in OT-area. Only modifiable
attributes can be changed.
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5.2 Operations on Object Versions
Let OV-id be an object version identifier and OV-area be an area of main memory
or secondary storage where object version data is to be stored or found. Object
versions can be
- retrieved: READ-VERSION(OV-id,
OV-area) reads object version OV-id
into OV-area.
- created: DEFINE-VERSION(OT-id,
OV-area, OV-id) takes the object in
OV-area to be a new version of object type OT-id. OV-id, the- identifier of the
object version, is returned as a result. (The system assigns a unique version
number.)
- deleted: DELETE-VERSION(OV-id)
deletes object version OV-id from the
database.
- updated: UPDATE-VERSION(OV-id,
OV-area) replaces the old definition
of object version OV-id with the object version found in OV-area. Only modifiable
attributes can be changed.

5.3 Operations on Instances
Let OT-inst-id and OV-inst-id be identifiers of an object type instance and an
object version instance, and let I-area be an area of main memory or secondary
storage where object instance data is to be found or stored. Object instances can
be
- retrieved: READ-INSTANCE(OT-inst-id
or OV-inst-id, I-area) reads object
instance OT-inst-id or OV-inst-id into I-area.
- created: DEFINE-TYPE-INSTANCE(OT-id,
I-area, OT-inst-id)
creates
an instance of object type OT-id and places it in I-area. OT-inst-id, the identifier
of the instance, is returned as a result. DEFINE-VERSION-INSTANCE(OVid, I-area, OV-inst-id) creates an instance of object versions.
- updated: UPDATE-INSTANCE(OT-inst-id
or OV-inst-id, I-area) replaces
the old definition of object instance OT-inst-id or OV-inst-id with the instance
found in I-area. Only modifiable attributes can be updated.
- deleted: DELETE-INSTANCE(OT-inst-id
or OV-inst-id) deletes the specified instance from the database.
- plugged: PLUG(OV-inst-idl,
OT-inst-id, OV-inst-id2) plugs version instance
OV-inst-id2 into socket OT-inst-id of version instance OV-inst-idl.
- unplugged: UNPLUG(OV-inst-id,
OT-inst-id) unplugs the current version
instance in socket OT-inst-id
of version instance OV-inst-id.
The unplugged
instance is deleted.

6. DATABASE SYSTEMS SUPPORT
6.1 Change Notification
A very important problem in VLSI CAD databases is change notification. Briefly,
changes made to versions may affect the validity of versions of other related
design objects. Such changes must be monitored, and affected designs should be
notified. Our model tells us how versions can be related. Relationships that are
of primary interest in change notification
are those involving
instantiated
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versions. For example, if the implementation
of version A instantiates version
B, and version B is altered, then A must be notified of B’s change. As these
relationships are explicitly declared in our model, the DBMS can monitor changes
in versions and make the appropriate notifications
automatically.
Below we
summarize our technique for monitoring and notifying changes regarding instantiated versions. A comprehensive discussion of this and other issues on change
notification is given in [3].
Every version has two distinct timestamps. One timestamp, called the chungenotification timestamp (CN), indicates the last time the version was changed.
The other, called the change-approval timestamp (CA), indicates the last time at
which the designer of the version approved of the changes to the version. Let
V.CA and V.CN denote the change-approval and change-notification
timestamps
of version V. We say that version V is implementation consistent if V.CA z V.CN.
An implementation
inconsistent version is one whose implementation
has been
updated but not yet approved. (We presume that versions stored in the central
database would always be implementation
consistent, although it is quite possible
for versions to undergo a series of changes before being approved in a private
database.)
Let I be the set of versions that are instantiated
in the implementation
of
version V. If no version in I has a change-notification
timestamp that exceeds
the change-approval timestamp of V (i.e., for all X in 1, X.CN 5 V.CA), then we
say that V is reference consistent. V is reference inconsistent if there are one or
more versions in I that have been updated, but the effects of these updates on V
have not been determined.
To make V reference consistent, the effects of the updated versions in I must
be acknowledged. This is done in one of two ways. Either the updates to I have
no effect on V, in which case V.CA is set to the current time, or the implementation of V needs to be modified, in which case V.CN (and possibly V.CA if the
changes are approved) needs to be set to the current time. Until such actions are
taken, V remains reference inconsistent.
The timestamping mechanism described above can result in a version that is
seen as consistent, while a related version (i.e., one that it instantiates)
is
inconsistent. For example, suppose version Vis created by instantiating
a version
A which is implementation
and reference consistent. Now suppose A is made
reference inconsistent by a modification
of a version that it instantiates. The
implementation
and reference consistency of V is affected only if the indirect
modifications to A cause A to be directly modified. Until this determination
is
made, V remains consistent.
Clearly there is a synchronization
problem. We say that a version is totally
consistent if it and its instantiated versions are both implementation
consistent
and reference consistent. Total consistency is required, for example, when a
design object is to be released. In the release process, a totally consistent version
of the object is selected as the final definition of that object.
6.2 Integrity Control
A DBMS can take advantage of the semantics of objects to enforce certain kinds
of integrity. Our model encompasses the following set of integrity constraints,
which were previously revealed by existing systems:
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- prevention of orphans: As defined in Section 3.4, composite versions are
formed by plugging parameterized versions. Their implementation is represented
by an encoding of plug and socket diagrams, which are hierarchies of objects
(version instances). If a “parent” object is deleted, then all of its “child” objects
must be deleted. This is often called cascaded deletion [20, 251. Moreover, an
object (version inst.ance) cannot be added to a plug and socket diagram unless its
“parent” object already exists. This is known as the prevention of orphans.
- existential integrity: If an object A is instantiated by object B, object A
should ideally not be deleted, since once object A is deleted, object B will be
referencing a nonexistent object. Checking for such situations can be accomplished by maintaining a count of the number of instantiations of the object.
- referential integrity: It is not uncommon for users to maintain their own
catalogs of objects that they frequently use. (The catalogs contain object names,
not instances of the objects.) Assigning unique names to objects is very important,
as it should not be possible for an object to be assigned a name that is identical
to that of an object that was previously deleted. For the system to ensure that
references to deleted objects behave as nulls rather than as references to wrong
objects, object identifiers (surrogates) are system-generated, never reused, and
are system-wide unique [14, 171.

In addition to the above, our model reveals some additional types of integrity
constraints that a CAD database system can enforce:
- plug and socket constraints: Plugging version instances into object type
“sockets” of version implementations requires that the object type of the version
instance match that of the object type of the socket. A DBMS can utilize the
semantics of the plug and socket to enforce this constraint.
- existence dependencies: When an object type is deleted, all of its versions
must also be deleted; when a version is deleted, all version instances (not the
versions themselves) used in its implementation must be deleted. Furthermore,
if molecular objects are defined in terms of other molecular objects (not their
instances), a cascaded deletion of objects will occur [2].
- modifiubility of interfaces: The system uses the semantics of object types to
allow only modifiable attributes to be changed; altering attributes that are
declared nonmodifiable should result in the creation of a new object type.
- attribute inheritance: Version generalization and instantiation rely on attribute inheritance. A DBMS must ensure that if interface data is duplicated among
object types, versions, or instances, this data must be consistent.
7. CONCLUSIONS

In this paper, we presented a modeling framework for capturing the semantics of
VLSI CAD design objects. The framework is based on the concepts of molecular
aggregation, version generalization, instantiation, and parameterized versions.
We showed that these concepts are not recognized (or are present only in
restricted forms) in current semantic data models. Furthermore, the framework
has revealed a provisional set of operations on design objects. We have also
presented ways in which a database system could exploit the semantics of design
objects. We believe that our framework can lead to a general semantic model of
design objects.
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This framework is being used as the basis of current efforts to investigate
topics in version control for design databases. One topic is storage structures for
versions. The problem is to minimize storage redundancy and still provide fast
access to any version. Another topic, as mentioned in Section 6.1, is that of
change monitoring and notification.
Results of both investigations are given in
[3] and [24].
Finally, we note that object types and object versions are analogous to data
types and their instances in programming languages. Although our model is
presently restricted to data-valued attributes, we believe it is possible to have
function-valued
attributes as well. (For example, a function-valued
attribute of a
GATE could be a boolean expression which defines the logical function of the
GATE.) Function-valued
attributes would be inherited just like data-valued
attributes. We believe that the inclusion of functions with object types will be an
important step towards unifying this model (and semantic data models in general)
with programming languages.
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