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A computer program is presented which generates realistic images of planned buildings
embedded in their future environment through photomontage. The planar universe of
conventional photomontaging is extended to three dimensions. During an interactive
preprocessing step, a three-dimensional model of the building's environment is created:
Geometrical data is retrieved photogrammetrically from a number of site photographs.
Atmospheric parameters and the relative weights of the components of natural daylight are
also retrieved from the photographs. The final image, combining the artificial model of the
building and the photographs of its surroundings, is rendered by an extended ray-tracing
algorithm in three-dimensional object space.
Introduction
Among the traditional methods which support the delicate job of judging the visual impact of
planned buildings on the landscape or cityscape are: images (plans, perspective drawings,
photomontages) and three-dimensional hand-crafted models. There is a justification for all of
these. Observation, however, reveals that they are either unable to show the subtle effects
which make up the overall appearance of a building, inflexible for case studies, or expensive
due to the invested 'artistic power'. Thus, finding cheap methods to provide accurate sources
to judge the aesthetic properties of planned buildings seems to be a worthy goal.
A fundamental requirement is that a building must be integrated into its environment
(landscape, cityscape). Photomontages try to combine some artificial objects and a particular
existing environment which is represented by photographs. Both parts are essentially threedimensional. Therefore, in the following brief review we discuss the technique of
photomontaging in a more general context: the combination of separately generated images
of three-dimensional objects.
Early hidden-surface algorithms like the Newell, Newell & Sancha algorithm (Newell et
al. 1972) or the z-buffer (Sutherland et al. 1974) use depth priority to render objects which do
not interact, except that they may hide each other. The A-buffer (Carpenter 1984) is an
extended z-buffer with increased resolution which handles transparent objects. Porter & Duff
(Porter et al. 1984) use priority operators to combine fore- and background with image
information available on a sub-pixel level (a-channel). z-buffer and a-channel have been
combined by Duff (Duff 1985). Nakamae et al. (Nakamae et al. 1989) subdivide each image
row into a number of virtual scanlines and store information for virtual scanline segments.
Object depth information is required by all of these algorithms.
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Photomontages with artificial computer-generated objects and backgrounds from digitized
photographs are shown by (Uno et al. 1979), (Feibush et al. 1980) and (BD&C 1990). Maver
et al. (Maver et al. 1985) construct a CAD model based on geometrical data retrieved from
aerial photographs by photogrammetrical methods. Nakamae et al. (Nakamae et al. 1986)
extract information about the current weather- and illumination conditions from the
photographs. They also approximate parts of the environment by planar faces, mainly for fog
processing (adding and removing fog effects). They do not use photogrammetrical methods,
just topographical maps. Kaneda et al. (Kaneda et al. 1989) map data of aerial photographs
onto a terrain model based on cartographic data and integrate artificial objects into the threedimensional terrain. This allows changing the observer position freely but is of limited use
when details of the environment are required, especially those visible in horizontal views.
Terzopoulos et al. (Terzopoulos et al. 1988) present an animation showing artificial objects
copied into a real background scene which is approximated by planar surfaces.
If the full physical description of a scene is given and if it is known how light interacts
with matter, then the spatial and spectral distribution of the light energy which reaches the
image projection plane of an arbitrarily oriented camera (the eye of the observer) is
completely defined. For the translation of the energy distribution into a color image, the
physiological properties of the human visual system have to be considered. A color image of
the scene can be computed analytically, which is 'correct' within the scope of the models
which are used for the simplified simulation of the physical world we live in.
The new building is a three-dimensional object. Photomontages represent the existing
environment by one or more photographs which are 'flat' projections of a three-dimensional
scene. For a correct integration of an artificial object into its environment, a threedimensional description of the environment is required. The environment generally consists
of objects of arbitrary complexity with respect to size, shape, color, texture, shadow and
reflection. Some information is lost due to the finite number of photographs; yet other
information appears in more than one photograph and is therefore redundant.
Computer vision and photogrammetry deal with the problem of the (automatic)
interpretation of images and the problem of measuring objects appearing in images. This
paper does not present methods for automatic image interpretation or object measurement.
Instead, during a preprocessing step, information is extracted interactively from the
photographic images (program PREPARE). In a second step, the image which shows the
planned building embedded in its environment is rendered by an extended ray-tracing
algorithm (program RENDER). To the benefit of the non-technical reader, we concentrate on
a descriptive overview of our work. Therefore, we do not use formulae. A detailed and more
technical discussion of the models and methods can be found in (Durisch 1991).
Preprocessing
The interactive preprocessor PREPARE is designed for retrieving geometrical and nongeometrical information from a number of digital color images which represent the
environment of the planned building (natural environment).
• Coordinate systems. 3D cartesian world-coordinates define locations in object space.
The world-coordinate system may be selected arbitrarily. 2D cartesian image-coordinates
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define locations in the image plane of a central perspective projection. 2D cartesian bitmapcoordinates define locations in the pixel raster of a digital color image.
• Image acquisition. A Rolleiflex 6006 camera with known interior orientation was used
to take 60x60 mm color slides of the natural environment from several arbitrarily selected
positions. The data of the interior camera orientation consists of the image-coordinates of
eight hairline crosses (fiducial marks ) visible on the slide, the center and amount of the radial
image distortion due to the non-ideal optics of the camera (radial distortion), and the normal
distance from the projection center to the image plane of the central perspective projection
(calibrated focal length). The slides are digitized with 8 bits per RGB color channel and stored
each in a binary image file.
• Image orientation. The linear mapping between image- and bitmap-coordinates is
determined from the fiducial marks' image-coordinates (part of the interior orientation) and
their bitmap-coordinates (identified manually on the workstation screen using a pointing
device). The fiducial marks are not affected by the radial distortion. Therefore they define the
image-coordinate system in the image projection plane. The image orientation is done
separately for each digital image.
• Distortion correction. Each digital image with a significant radial distortion is
geometrically corrected to eliminate the distortion effect. The corrected image is resampled to
the same resolution. A 4x4 pixel wide piecewise cubic filter (Mitchell et al. 1988) is used for
the reconstruction of continuous image data from discrete samples. Distortion correction
results in a nonlinear image stretch and is computationally expensive.
• Resection in space. The exterior orientation of the camera (three world-coordinates of
the camera position, three angles of the camera rotation) is determined from the known worldcoordinates of at least three control points and their corresponding image-coordinates
(identified manually). This is called resection in space. A system of six nonlinear equations
has to be solved iteratively by a Newton-Raphson algorithm, starting from a user-specified
estimation of the solution. At each iteration step, the increment is determined by solving the
system of linearized equations at the location of the current solution. If there are more than
three control points, the system of nonlinear equations is redundant and the increment is
calculated by solving a system of Gaussian normal equations built from the linearized
equations (Björck et al. 1979).
The result of the resection in space is converted to a 4x4 matrix which expresses the
linear mapping from homogenous world- to homogenous image-coordinates. Since this
mapping will be done very often during the rendering step, its linearity is essential for the
speed of the calculation. The nonlinear component of the mapping is eliminated by the
distortion correction if we assume that the radial distortion is the only error introduced by the
non-ideal optics of the camera. The resection in space is done separately for each digital
image.
• Intersection in space, planes and polygons. The world-coordinates of a point in object
space can be determined from its image-coordinates which are identified manually in at least
two images. This is called intersection in space. The Gaussian least squares method is used if
the image-coordinates of the point are available with respect to more than two images. Three
points in object space define an infinite plane. The image-coordinates of a pointing device can
be mapped directly to a plane in object space. The plane is intersected with the ray from the
projection center through the point on the image projection plane which is defined by the
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image-coordinates of the pointing device. Points retrieved by intersection in space or by
mapping locator image-coordinates to a plane or a polygon in object space (see below) are
stored in the point buffer. Planes are stored in the plane buffer.
The geometry of a polygon is defined by its coplanar vertices, specified in clockwise or
counter-clockwise order. The world-coordinates of the vertices are retrieved from the point
buffer. The non-geometrical properties of a polygon are defined by an image tag and a
material tag. The image tag references one of the digital images, the material tag references a
member of the material library. The referenced material description defines one part of the
polygon's material properties, the other part is retrieved at rendering time from the digital
image referenced by the polygon's image tag. Polygons are stored in the polygon buffer.
• Atmospheric Parameters. An object which moves away from the observer changes its
color depending on the distance and the current weather conditions. What the observer
perceives is the apparent color of the object. 'Far away' the apparent color cannot be
distinguished from the horizon color. The light reflected from the object towards the observer
defines the true color of the object. The atmospheric model describes this color shift. It is a
nonlinear equation which yields the apparent color of an object, depending on its true color,
the horizon color and the spectral transparency of the atmosphere. The spectral transparency
describes the amount of light which is neither absorbed by the atmosphere nor scattered away
from the normal direction of light propagation within a unit distance.
The attribute 'spectral' means that a distribution is wavelength dependent. The terms
'intensity' and 'color' are sometimes used interchangeably. Without giving precise definitions,
it should be pointed out that intensity expresses the light energy while color is a quantity
which results from the perception of light by the human visual system. The 1931 CIE XYZ
color space (Judd et al. 1975) is based on the spectral energy distribution of the light and on
the properties of the human visual system. For simplicity, we use the term 'color' in this
discussion, though we implicitly refer to the corresponding spectral energy (or intensity)
distribution of the light. RGB triplets are converted to CIE XYZ and expanded into a spectral
distribution before they are used by any of the models.
The first inversion of the atmospheric model involves solving the equation of the
atmospheric model for the spectral transparency of the atmosphere: Given are the horizon
color (identified manually) and the apparent colors of a number of objects of the same opaque
ideally-diffuse reflecting dielectric material at various known distances from the observer
(identified manually on previously determined planes or polygons in object space). Each color
sample contributes one equation to a (redundant) system of nonlinear equations. For each
wavelength in the visible spectrum, this is solved iteratively for the unknowns which are the
true color of the object and the spectral transparency of the atmosphere. The former is of no
interest and can be dismissed, since it expresses no general property of the scene. See
(Nakamae et al. 1986) for a similar approach which does not consider wavelength dependency.
The second inversion of the atmospheric model involves solving the equation of the
atmospheric model for the true color of an object: Given are the object's distance from the
observer, the horizon color and the spectral transparency of the atmosphere (both by the first
inversion of the atmospheric model) and the apparent color of the object.
• Illumination Parameters. Natural daylight is assumed to be composed of direct sun
light, uniformly incident diffuse light from the hemisphere of the sky above the horizon (sky
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light) and uniformly incident diffuse ambient light. The relative weights of these components
are dependent on the actual weather conditions.
The direction to the sun is determined by a point on an object and its corresponding point
on the object's shadow (by intersection in space). The direction to the zenith (the highest
point on the sky hemisphere) is determined similarly, e.g. by two points on the same vertical
edge of a house. Since the world-coordinate system may be selected arbitrarily, the zenith
direction is not known a priori. The sky hemisphere is subdivided into a number of discrete
facets. Each unobscured sky facet contributes to the illumination at a point on an object. The
sky direction, the zenith direction and the granularity of the sky discretization define the
illumination geometry. The ambient light is a part of the indirect (global) illumination.
The illumination model describes the behaviour of light at a material interface. It is an
equation which yields the approximate spectral intensity distribution of the light which
leaves the material interface in a given direction, depending on the illumination and the
materials on both sides of the material interface.
The first inversion of the illumination model involves solving the equation of the
illumination model for the relative weights of the illumination components which make up
natural daylight: Given are the scene geometry and the illumination geometry, the relative
(normalized) spectral intensity distributions of the illumination components and the true
colors of a number of points located on objects of the same opaque ideally-diffuse reflecting
dielectric material (identified manually on previously determined planes or polygons in object
space). The true color of each sample is first determined from its apparent color by the second
inversion of the atmospheric model. Each sample point may be located on a face which is
oriented in a different direction or hidden from direct sunlight and/or part of the incident sky
light. Each sample contributes one equation to a (redundant) system of linear equations. For
each wavelength in the visible spectrum, this is solved (by the Gaussian least squares
method) for the unknowns which are the relative weights of the illumination components.
The weights are averaged within the visible spectrum. See (Nakamae et al. 1986) for an
approach without sky light and without considering wavelength dependency.
The second inversion of the illumination model involves solving the equation of the
illumination model for the spectral normal incidence reflectance of an object. Given are the
scene geometry and the illumination geometry, the spectral intensity distributions of the
illumination components (by multiplying the relative intensities by the previously
determined weights) and the true color of a point on an object of an opaque ideally-diffuse
reflecting dielectric material. The true color of the sample is first determined from its apparent
color by the second inversion of the atmospheric model.
• Environment Descriptions. The natural environment description contains geometrical
data (polygon geometry, illumination geometry) and non-geometrical data (polygon
attributes, light source attributes, atmospheric parameters) about the environment of the
planned building. Most of the data is retrieved from the digital images which represent the
scene. The interior and exterior camera orientation associated with each image and the names
of the digital image files are also specified. The natural environment description is stored in
an ASCII file. The artificial environment description contains the description of the artificial
world, including the planned building and additional light sources, if required. It can be
generated by any CAD system but it has to be converted to the required data format.
DXFCONV is a converter for the widely used DXF format (Autodesk 1988) for data
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interchange between CAD systems. DXFCONV has also been developed within this research
project. The artificial environment description is stored in an ASCII file.
Rendering
The ray-tracer RENDER generates one or several images, showing the planned building
embedded in its future environment. It is (yet) another extension of conventional ray-tracing
introduced by Whined (Whined 1980) in his classical paper.
- Input. RENDER reads the natural and the artificial environment description and accesses
the files of the (distortion corrected) images used during the preprocessing step. If there is no
artificial environment description present, RENDER works like a conventional my-tracer.
Hierarchically organized object bounding volumes allow to reduce the number of ray-object
intersections. The bounding slab approach by Kay & Kajiya (Kay et al. 1986) was
implemented. A set of rendering parameters allow to trade off speed versus image quality.
There is a library which contains spectral and non-spectral material data and spectral light
source data. Each member is a separate ASCII file which is referenced by its name. Therefore,
extending the library is very simple. Material data (refraction indices, absorption coefficients
of conductors, spectral reflectance values) and light source data (relative spectral energy
distributions of standard illuminants) can be found in physical tables (CRC 1987, Ditchbum
1976, Jenkins et al 1976, Purdue 1970, Sala 1986, Judd et al 1975).
A spectral distribution at 1 nm increment is reconstructed from the tabulated spectral
values and reduced to a number of spectral samples by low-pass filtering and sampling. The
spectral samples represent the spectral distribution during the simulation (Hall 1989). Since
ROB values are device-dependent, they are not used for the specification of material and light
source properties.
Color data available as ROB triplets only, e.g. data from the image files, are converted to
CIE XYZ in a first step. Then they are expanded into a spectrum. Since light with different
spectral composition may map to the same XYZ triplet (metamers), there exist an infinite
number of solutions to the expansion problem. We determine a spectrum as the linear combination of three non-overlapping box functions, with a constant value of 1 in the red, green
and blue domain of the visible spectrum, respectively, and 0 otherwise. Olassner (Olassner
1989) uses linear combinations of other, i.e. trigonometric functions.
- Extended ray-tracing. Several approaches for photomontaging use three-dimensional data
about the natural environment. In spite of this, most of them still work partly in object
space (e.g. depth comparisons) and partly in image space (e.g. pixel by pixel combination of
foreground and background). Our approach uses ray-tracing which works entirely in object
space. To our knowledge, ray-tracing has not been used so far for rendering photomontages.
There are a number of extensions of conventional ray-tracing which are described below:
Setup. One of the images which represent the natural environment (input images) is selected
(current input image). The interior and exterior orientation of the camera which was used to
take the current input image represents an observer in object space, which remains unchanged
during the rendering of the current output image.
The current input image is a projection of the natural environment onto the image plane
of the camera. The boundaries of the current output image are defined by a rectangular frame
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in the same image plane but they are completely independent from the boundaries of the
current input image. The same is true for the number of pixels within the image boundaries.
Independent pixel processing (repeated for each sample within each pixel on each output
image line). An initial ray is sent into the scene, originating at the center of projection.
Several cases are identified:
Case A. The initial ray does not hit any artificial or natural object: the image-coordinates
of the point where the ray penetrates the image plane are mapped to bitmap-coordinates of the
current input image. The correspondence between image- and bitmap-coordinates has been
established earlier. Image data is retrieved by accessing the current input image file at the
calculated bitmap location. A 4x4 pixel wide piecewise cubic filter can be used optionally for
the reconstruction of continuous image data from discrete samples. The (reconstructed) ROB
triplet is expanded into a spectrum, reduced to a number of spectral samples and returned.
Case B. A non-initial ray does not hit any artificial or natural object: the horizon color is
returned if the ray direction is above the horizon.
Case C. Any ray hits an artificial object: the illumination model is evaluated for the illuminating artificial and natural light sources and the result is returned. Depending on the
material and the illumination model, a reflected and/or a refracted ray may be spawned.
Case D. Any ray hits a natural object: the intersection point is mapped from world- to
bitmap-coordinates of one of the input images. This is the current input image, if the ray is
the initial one, otherwise it is the input image referenced by the objects (polygon's) image
tag. Image data is retrieved by accessing the input image file at the calculated bitmap location. The (reconstructed) ROB triplet is expanded into a spectrum and reduced to a number of
spectral samples. These represent the apparent color of the intersected object. Its true color is
determined by the second inversion of the atmospheric model. The spectral reflectance of the
object material is determined from the true object color by the second inversion of the
illumination model. All other material properties come from the material which is referenced
by the object's material tag. The spectral reflectance is used by the illumination model. If the
natural object does not have an image tag, all material properties come from the material
which is referenced by the object's material tag. This allows one to change the appearance of
natural objects by redefining their material properties. Several subcases are identified:
Case D-1. The natural object is illuminated by an artificial light source: the illumination
model is evaluated, the result is added to the color retrieved from the input image and the sum
is returned.
Case D-2. The natural object is illuminated by a natural light source: since the
illumination effect is already visible in the input image, the unaltered color retrieved from the
input image is returned.
Case D-3. The natural object is shaded from the illumination by a natural light source due
to artificial objects only: the illumination model is evaluated with a negative contribution of
the blocked natural light source (as if there were no artificial objects), the result is added to
the color retrieved from the input image and the sum is returned.
Depending on the material and the illumination model, a reflected and/or a refracted ray may
be spawned for each of the three subcases.
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Selecting another current input image with the corresponding camera parameters during the
setup step allows us to generate a different view of the same scene without any changes in
the natural or artificial environment description.
- Output. After determining the spectral intensity distribution of the light incident on a
location in the image plane, a continuous spectral distribution at 1 nm increment is again
reconstructed from the spectral samples (Hall 1989). The spectral intensity distribution is
multiplied by the CE color-matching functions and integrated over the visible spectrum to
get the CE tristimulus values X, Y and Z (the coordinates of the 1931 CE XYZ color space).
Finally, these are converted to the RGB color space of a specific output device (Judd et al.
1975).
The program VIEW which was also developed within this research project, is able to
show a complete image or the finished part of an image, the computation of which is still in
progress. This allows us to interrupt the calculation of not very promising images. Practical
experience shows that this can save much time. YEW may run on a local workstation, while
RENDER runs concurrently on a remote host. Data is transferred in ASCII format (e.g.
through a UNIX pipe). Output is in ASCII or in binary format. ASCII format is required if
the image is rendered on a remote machine, since binary files are usually incompatible across
different computers.
Conventional ray-tracing is a strictly additive process, whereas our approach extends it to
an additive and subtractive process. The extension does not require any changes in the illumination model which always adds illumination. The key is to pass a negative contribution
to the illumination model in case D-3.
Example 0. Campus ETH-Hönggerberg
The example shows a scene on the campus of ETH-Hönggerberg, Zurich, which was used to
test the program. It is a purely academic example, but it is well suited to illustrate the
various effects which can be simulated. The natural environment was represented by 3
images.
Image 1 (figure 1, top left) shows the original natural environment on a sunny day in late
fall. The gallery (supports, roof and floor), the horizontal lawn plane and the main background buildings were approximated by planar polygons during the preprocessing step. The
material tags of the polygons reference the same opaque dielectric ideally-diffuse reflecting
material with a flat reflectance characteristic within the visible spectrum. The image tags of
the polygons reference the current input image (any image which is selected in the rendering
process during the setup step). Samples on the lawn plane were used to determine the spectral
transparency of the atmosphere (first inversion of the atmospheric model). Samples of
various incident illumination were selected on the concrete wall of the background building
on the left. They were used to determine the relative weights of the components of natural
daylight (first inversion of the illumination model).
Image 2 (figure 1, top right) shows some primitive solids embedded in the natural environment: an aluminium torus around the center support, an iron-oxide cone and a floor consisting of brick and granite tiles. Note the shadow of the natural support cast onto the artificial torus, the geometrically correct interpenetration of the cone with the gallery and the
shadow of the torus cast onto the ground.
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Figure 1. Images 1 to 4. From left to right, top to bottom.

Image 3 (figure 1, bottom left) is similar to image 2. There is a marble torus and the
cone has a bumpy surface which was simulated by a stochastic perturbation of the local
normal vector. The image tag was removed from the polygon which represents one of the
background walls. Its material tag references a textured stone material. Since this polygon
extends to ground level, the foliage in front of the wall disappears. A solid white glass sphere
is placed in the foreground where it acts like a lens (things visible through the sphere appear
reversed and upside down). As a consequence of the principle of ray-tracing, only those
natural objects which are part of the three-dimensional model of the natural environment are
visible through the sphere (some of the background objects are missing). Note the two
shadows of the sphere: one caused by the occlusion of direct sunlight, the other by the
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occlusion of light coming from the distributed light source which represents the sky
hemisphere.
Image 4 (figure 1, bottom right) is a close-up of image 3. It was created by shrinking the
rectangular image boundaries in the image plane.
All images were rendered with a resolution of 512x512 pixels and anti-aliasing. Image
rendering time was between 3.4 and 7.6 CPU hours on a CONVEX-C2 computer for a single
image. The geometrical model of the natural and artificial environment consisted of 18 light
sources (16 of them due to the discretization of the sky hemisphere), (1 sphere) and a total of
719 convex polygons (38 of them from the natural environment description).
Example 1. Bridge at Büren an der Aare
The example shows the projected wooden bridge at Buren an der Aare, Canton Bern (project
by Walder & Marchand AG, Gümligen, Moor & Hauser AG, Bern). The new bridge is
intended to replace the historical wooden bridge of 1821 which was destroyed by a fife in
1989. The natural environment was represented by 8 images.
Image 5 (figure 2, top left) shows the original natural environment on a sunny summer
morning. The house on the left (walls, balconies and roof) and the horizontal water plane
were approximated by planar polygons during the preprocessing step. The material tags of the
polygons of the house all reference the same opaque dielectric ideally-diffuse reflecting
material with a flat reflectance characteristic within the visible spectrum. The image tags of
all polygons reference the current input image. Samples on the water plane were used to
determine the spectral transparency of the atmosphere (first inversion of the atmospheric
model). Samples of various incident illumination were selected on the house and used to
determine the relative weights of the components of natural daylight (first inversion of the
illumination model). Note the remaining parts of the burned bridge. The supports will be
used for the new bridge.
Image 6 (figure 2, top right) shows the new wooden bridge with a tiled roof embedded in
the natural environment. Note the specular reflection on the water and the shadow of the
artificial bridge cast onto the natural water. The regularity of the reflection is destroyed by a
stochastic perturbation added to the local normal vector of the water surface. The new bridge
hides the remaining parts of the old one.
Images 7 and 8 (figure 2, bottom left and bottom right, respectively) show an alternative
view of the same scene. Except for the parameters which determine the macroscopic roughness of the water surface, the environment descriptions remained unchanged; only the current
input image and the corresponding camera parameters were changed.
All images were rendered with a resolution of 512012 pixels and with anti-aliasing.
Image rendering time was between 3.7 and 4.9 CPU hours on a CONVEX-C2 computer for a
single image. The geometrical model of the natural and artificial environment consisted of 18
light sources (16 of them due to the discretization of the sky hemisphere) and a total of 440
convex polygons (16 of them from the natural environment description).
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Figure 2. Images 5 to 8. From left to right, top to bottom.

Example 2. Courtyard at Rütschistrasse, Zurich
The example shows a study for the redesign of a courtyard at Rütschistrasse, Zurich (project
by Architekturwerkstatt Rütschistrasse, Dr. G. Scheibler, Zurich). The idea behind is to
enlarge the apartments by expanding the buildings by a 2.5 m thick layer towards the courtyard. The natural environment was represented by 9 images.
Image 9 (figure 3, top left) shows the original natural environment on a winter day with
overcast sky. The illumination is therefore completely diffuse and consists of sky light and
ambient light only. Parts of the houses and the horizontal ground plane were approximated
by planar polygons during the pre-processing step. The material tags of the polygons all
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reference the same opaque dielectric ideally-diffuse reflecting material with a flat reflectance
characteristic within the visible spectrum. The image tags of the polygons reference different
input images. The atmospheric effect has not been taken into account. Samples of various
incident illumination were selected on the walls of the white house in the corner and used to
determine the relative weights of the components of natural daylight (first inversion of the
illumination model).
Images 10, 11 and 12 (figure 3, top tight, bottom left and bottom right, respectively)
show three variants of the projected buildings embedded in the natural environment. Note the
specular reflections of natural and artificial objects in the windows. There is a diffuse shadow
below the arcades. The somewhat noisy appearance is due to a coarse discretization of the sky
hemisphere.
All images were rendered with a resolution of 5l2x512 pixels and anti-aliasing. Image
rendering time was between 2.6 and 3.9 CPU hours on a CONVEX-C2 computer for a single
image. The geometrical model of the natural and artificial environment consisted of 5 light
sources (4 of them due to the discretization of the sky hemisphere) and a total of convex
polygons between 2,695 and 3,349 (16 of them from the natural environment description).
All images in the examples section were rendered using an adaptive sampling strategy.
Adaptive sampling involves devoting more time to interesting image regions. Based on the
statistical variance of the returned color values, 4 to 16 rays per pixel were used, resulting in
an average between 4.03 and 4.48 rays per pixel. Spectral distributions were reduced to a total
of 9 spectral samples within the visible spectrum.
Conclusions
The generated images show some of the subtle effects which make up the overall appearance
of a building: the three-dimensional shapes and their proportions, the surface textures and
colors which are determined by the selected materials, the proportions between brightness and
darkness, light and shadow, the integration of the object into its environment with respect to
its scale and the materials used, and the effects which are determined by daytime, season,
current weather conditions and by the selection of the observer position with respect to foreand background (Leonhardt 1984).
Once the interactive preprocessing step is completed, case studies can be investigated
flexibly by simply changing the artificial environment description and rendering a new
image. The rendering parameters allow to trade off speed versus image quality. Therefore, at
an early stage of the design process, 'quick looks' can be generated, e.g. at low resolution or
by using simpler models. Tabulated physical data is used directly in an extendable library.
This frees the user from inventing' some fundamental material and light source properties,
though some of the coefficients still have to be selected empirically. The rendering algorithm
works entirely in object space. It is a straightforward extension of conventional ray-tracing
and does not require any changes in the illumination model. Consistency with the models is
maintained during the preprocessing and the rendering step. Machines with large main
memory allow to keep the whole input image(s) in memory. This speeds up the access of
input image data.
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Figure 3. Images 9 to 12. From left to right, top to bottom.

Drawbacks are the need for special equipment: a calibrated camera and a machine for fast
floating-point calculations. Moreover, it would be highly desirable to replace the interactive
pre-processing step by (semi)automatic methods.
Our thanks go to the Institute for Geodesy and Photogrammetry at the ETH Zurich for
giving us the permission to use their photographic equipment, to Dr. U. Walder for providing us with the plans of the bridge in example 1 and to Dr. G. Scheibler, the architect of the
study in example 2. Finally, we thank the reviewers for their helpful comments.
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