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Modeling with Advanced Technology Rendering
Robin Liggett, William Jepson, Stephen Teodosiadis
Graduate School of Architecture and Urban Planning
University of California, Los Angeles
Los Angeles, California 90024 USA

This paper presents a stratified approach to the integration of low cost modeling software
(such as AutoCAD) with advanced workstation based rendering systems (such as Wavefront
and the Silicon Graphics radiosity renderer). Powerful extensions to the basic modeling
system are introduced which greatly reduce the required design effort, while significantly
increasing the efficiency of the rendering software.
Introduction
The technology for producing high resolution shaded perspective images and real-time
simulated movement through complex scenes is now becoming available within a reasonable
price range. Unfortunately such systems are still at the high end of the cost spectrum for
computer aided design workstations.
In most cases the sophisticated visualization packages which utilize advanced workstation
technology do not include a well developed or comprehensive framework for the creation and
management of the 3-dimensional models which are to be rendered. Rather they operate with
a simple geometric modeler supplied with the renderer or on geometric databases extracted
from other CAD packages. While rendering images can be a time consuming process in
terms of machine computation this process can be executed, overnight or as a background
task during the day, with little or no human input. The modeling process, however, is time
consuming both in terms of person hours as well as in workstation utilization (terminal
hours). Models that are to be rendered must also conform to certain requirements if the
rendering and lighting models are to work correctly and efficiently.
Ideally, one would like to be able to model effectively on low end (and low cost)
machines using industry standard CAD software packages in order to leverage the knowledge
and dollar investment which is required for rendering and animation. A designer should be
able to easily develop a model on these inexpensive machines, while ensuring that the model
developed is in a form compatible with the more expensive and sophisticated rendering
systems.
This paper presents the strategy developed at UCLA for combining these two levels of
technology. AutoCAD has been selected as the modeling package and Silicon Graphics'
radiosity renderer is being utilized as the highend visualization package. The integration of
the two packages is accomplished by an intelligent database conversion program. It operates
on a DXF file to translate a 3-dimensional AutoCAD model to the form required for efficient
rendering by the radiosity renderer. This conversion program is cognizant of the unique
requirements which must be met for the radiosity renderer to operate in an optimal fashion.
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In order to enhance the ability of the designer to model in an efficient and natural way a set of
predefined blocks, which make it very easy to build up a coherent 3-d model, have been
provided within AutoCAD. These predefined blocks allow the designer to utilize his/her
AutoCAD knowledge base to minimize effort by following a simple set of modeling
guidelines.
This paper will discuss the requirements of the visualization system, how the translator
prepares the data, and the modeling process which provides not only an efficient way to
generate a 3-d model of a building (with attributes of color and material) but is able to
transparently (to the designer) translate the building data base into the form required by the
visualization system.
Rendering Packages
There are currently a number of rendering packages available on the market. These range
from personal computer based packages such as AutoShade to sophisticated renderers
available on high-speed workstations, e.g. Wavefront.
Differences between rendering packages encompass a wide range of issues such as types of
shading algorithms, accuracy of lighting models and "real-time walk-through" capabilities.
These issues impact directly the computation and data base requirements of the models.
The simplest type of renderer is one which produces a flat shaded polygonal
representation of a scene such as AutoShade. Objects displayed in this manner will be
rendered using a simple cosine shading approach and will appear faceted to the observer.
The Wavefront renderer also operates on a polygonal database, but allows faces to be
combined into what are called smoothing groups. Interpolation techniques are then used to
achieve the desired smooth shaded appearance. Two popular forms of shading are Gouraud
and Phong shading. Gouraud shading uses a linear interpolation of the values at the vertices
of the polygons. Phong shading interpolates the surface normals using a cosine based
approximation to get a smoother appearance as well as more convincing specular highlights.
The basic Wavefront renderer is not intended to produce a quantitatively exact lighting
model, rather it utilizes quick "rule-of-thumb" calculations to efficiently simulate
environmental effects (i.e. lighting effects) such as specular highlights and reflections. These
estimates are based upon what is known as "local illumination", i.e. light that comes directly
from the light source to the point being rendered (Foley et al. 1990). The interreflection of
light, particularly between diffusely reflecting surfaces is approximated with a single ambient
light parameter which is applied equally to all surfaces in this type of lighting model.
In contrast, a "global illumination" model computes the color at a point in terms of light
directly emitted by light sources and of light that is indirectly reflected and transmitted (Foley
et al. 1990). Two global illumination models which use almost opposite approaches to
generating an image are ray-tracing and radiosity. Ray-tracing techniques are only concerned
with light that enters the viewer's eye. It calculates specular effects and reflection and is
particularly appropriate for environments that contain highly reflective surfaces. Radiosity, in
contrast, is concerned with the interreflection of light throughout a scene and is best suited to
environments containing mostly matte surfaces (Greenberg 1991).
Radiosity renderers, which are based on thermal-engineering models for the emission and
reflection of radiation, assume the conservation of light energy in a closed environment. All
energy emitted or reflected by each surface is accounted for by its reflection from or
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absorption by other surfaces. The rate at which energy leaves a surface, called its "radiosity",
is the sum of the rates at which the surface emits energy and reflects or transmits it from that
surface or other surfaces (Foley et al. 1990).

Figure 1. Silicon Graphics radiosity rendering, model courtesy of Dr. Fred Brooks, UNC Chapel
Hill.

One basic difference you will see between a single frame created by a renderer using a
"local illumination model" and one generated by a "global illumination model" is the effect
of shadows. The local illumination renderer will create hard-line shadows as the light sources
are defined as points. A global illumination model creates soft shadows as area light sources
can be defined and reflections of all surfaces are considered. Figures 1 and 2 illustrate the
realistic lighting effects achieved by the radiosity method of rendering.
A major advantage (for most architectural applications) of the radiosity model when
compared to other types of illumination models is that radiosity determines all light
interactions in an environment in a "view-independent" way. Once the luminosity on each
surface has been calculated the model is invariant to shift in view. Views can be rendered in
real-time (if using a sufficiently powerful workstation), allowing dynamic sequences to be
shown. Recalculations are only needed if the positions of the light sources are changed (or
changes are made to the geometry or the surface materials of the model).
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Figure 2. Silicon Graphics radiosity rendering, design by Marc Mack Architects, model courtesy
of Charles Ehrlich, U.C. Berkeley.

The ideal imaging system would employ a combination of radiosity and ray-tracing
techniques. The radiosity model would be used to create the illumination model to light the
environment and then ray-tracing would be employed in real-time to render shiny surfaces.
This would be possible by making use of advanced multi-processor workstations which are
now becoming increasingly popular. These sophisticated workstations are capable of
supporting two or more tightly coupled processors each working independently. For
example, with a two processor workstation one processor can be used to cull the database,
throwing out facets that are not in view, while the other processor is used to render the
remaining data. Additional processors could be used to ray-trace, in real-time, any reflective
surfaces or to provide additional culling capabilities for display.
Interface Between Modeler and Renderer
While some rendering packages are closely coupled with a CAD package that can be used for
the 3-dimensional modeling task (eg. AutoCAD-AutoShade), most rendering systems do not
include a well-developed or comprehensive framework for 3-d modeling. They rely on
geometric data bases that are extracted from other CAD systems. Since a rendering system
has its own input data requirements, some sort of translator is generally needed to interpret
the 3-d data base into the form needed by the renderer.
Renderman, for example, is a specification for an interface between a modeler and a
rendering package that would allow a 3-dimensional modeling system to pass a scene
description to a renderer. It is intended to provide all modelers access to the same rendering
solution (Upstill 1989). Renderman specifies conventions for a set of C-callable functions
that will accept data in a particular format from the modeler and then translate it into the form
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required by the specific renderer. Thus each rendering system would modify the contents of
the functions to transform data into its particular internal format. On the other side, the
modeler needs to invoke these functions, providing the 3-d data in the appropriate form.
All renderers require a description of each surface of the 3-d model which is to be viewed.
These surfaces have to be defined according to conventions that indicate which direction the
surface normal is pointing (i.e. which way the surface is oriented). In architectural models
most surfaces represent the exteriors of solid objects such as walls or of closed rectangular
parallelpipeds such as mullions. In these cases the interior surfaces of the objects being
modeled are never seen. For efficient operation of the renderer, the interior surfaces (surfaces
may be one or two sided) should not be included in the database passed to the renderer. Thus
a problem arises. If the 3-d modeler does not follow the correct conventions (particular to
each renderer) when modeling, the renderer will be unable to determine the appropriate
orientation of the surface (normal direction) and both sides of the surface will then need to be
rendered. This can increase the number of surfaces in the model significantly (in many cases
it will double the number of polygons in the model).
The simplest type of interface places the burden of providing the data in the appropriate
form on the modeler. It requires the modeler to operate in a coherent fashion (i.e. create the
model from 3-d surfaces which are defined in a very specific way). For many simple modelers
(e.g. AutoCAD) the ability to orient some single sided surfaces in arbitrary directions is
either non-existent or it is extremely difficult. The alternative is to create a very inefficient
database for the renderer in which both faces of each surface are defined, or to attempt to
reorient each surface by editing the database in the renderer. The latter approach, which is
taken by the existing translator between AutoCAD and Wavefront, requires the user to
interactively specify which direction each surface normal is pointed before rendering. While
this capability is useful for specifying the normal direction for a few non-conventional
surfaces, it is far too tedious a process to apply routinely to all surfaces. Additionally, since
this process happens after translation has occurred the changes made to the database are not
transferred back to the modeler and must be reapplied each time the translation takes place.
At the other extreme, one could let the modeler work in any manner desired and leave it to
an intelligent translator to convert the model to the form required by the rendering package.
While this leaves the greatest degree of freedom for the modeler it isn't necessarily the most
efficient approach. It is not possible, in many cases, for the translator to determine what was
actually meant by the modeler.
We have opted for an approach which uses an intelligent translator to convert much of the
model efficiently, so that requirements of the rendering system are transparent to the designer.
In addition we provide an extension to the modeling system which should make it easier for
the designer to create 3-d models, which can be intelligently translated.
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Requirements of the Radiosity Renderer
We have selected a radiosity rendering package under development by Silicon Graphics Inc.
(SGI) as the highend visualization package. Two main reasons for using this renderer are the
accuracy of the lighting simulation model and the ability for real-time simulated movement
through the scene. We expect, though, that models run through our translator could also be
rendered by other packages (e.g. Wavefront).
The SGI radiosity package requires input in the Berkeley Unigrafix format. The Berkeley
Unigrafix tools have been developed at U.C. Berkeley over the last several years by Professor
Carlos H. Sequin and his students. The Unigrafix language specifies 3-dimensional
polyhedral objects in terms of vertices and faces. A face is a planar polygon that may be
concave and may have holes. A face is defined by listing a set of vertex names in a counterclockwise fashion, so that the surface normal is defined as being oriented towards the viewer.
Holes (termed voids) in faces are defined by a list of vertices which are specified in a
clockwise fashion and are attached to a single face. Figure 3 shows the Unigrafix language
specification for a simple face and void.
This method of representing faces and holes in faces is particularly well-suited to the
radiosity renderer. To perform radiosity analysis, the environment is divided into discrete
surface areas, or patches, for which a constant radiosity is assumed. The integral relationship
over the environment is then approximated by a summation over the patches. A set of
simultaneous equations can then be generated and solved to obtain the patch radiosities, thus
describing the propagation of light energy within the environment (Cohen et al. 1986).
Patches are created by meshing (subdividing) the polygons of a model. The finer the
mesh the more accurate and realistic the rendered image. However, computation time
increases as the square of the number of discrete surface patches, thus effectively limiting the
level of subdivision.

Figure 3. Berkeley Unigrafix Specification of Verteces, faces and Voids.
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The patches need not be of the same size, and the radiosity algorithm can be used to
determine the most efficient meshing. The level of surface subdivision in an environment
should reflect the radiosity gradients (changes in luminance). Large patches need to be
subdivided only if the radiosity varies greatly across the surface causing illumination
inaccuracies. Therefore, to improve image quality the areas of the surfaces with high
radiosity gradients (such as shadow boundaries) must be subdivided into finer and finer grids
of patches (Cohen et al. 1986,1988).
In order to optimize the implementation of such adaptive subdivision, it is necessary to
begin with a model based on the largest possible surface patches. Therefore, defining a wall
and window in terms of a surface and void in Unigrafix format is ideal for the radiosity
meshing algorithms.

Figure 4. Representing an Opening by Partitioning a Surface.

This is in contrast to the use of a renderer such as AutoShade which does not recognize
the concept of a void. For these types of renderers an opening in a wall must be created by
partitioning the wall into smaller polygons surrounding the opening (see figure 4). This will
not adversely effect rendering techniques which apply linear interpolation between vertices to
shade a polygon. However, this type of partitioning would constrain a radiosity model's
ability to mesh the surface in a way which maximizes efficiency in computing luminosity.
The Berkeley Unigrafix format is also attractive from the modeling standpoint. Its use of
definitions of graphic primitives and instances of these primitives closely follows our
approach to modeling. This approach emphasizes the hierarchical development of a
vocabulary of graphic elements which are instantiated by varying position and size parameters
(Mitchell et al. 1987). Unigrafix primitive definitions can be used to pre-specify a set of
efficient graphic elements. For example, the cubic cylinder shown in figure 5 is defined by
specifying only the outer faces. This cube can be scaled and positioned in a variety of ways
to model mullions, columns, etc., and provides an efficient element from the renderer's
perspective.
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Color and materials in the Unigrafix language can be described in terms of the RGB or
the HSL (Hue, Saturation and Lightness) model. Colors can be assigned to primitives,
instances of primitives or faces, giving maximum flexibility with regard to modeling
techniques.
Lighting can be specified by defining specific point lights as well as surface or area light
sources. The point lights are currently used only for preview lighting as the radiosity code
does not recognize dimensionless entities. However, these lighting primitives can be
interpreted in different ways for other rendering packages. The area light sources are the only
radiosity lighting constructs. They are defined by attaching emission values to a
geometrically defined surface, again giving a great deal of flexibility in lighting the
environment.
Customizing the AutoCAD Modeling Environment
AutoCAD was selected as the modeling environment for a number of reasons. Its
availability on low-cost machines and its large share of the current architecture CAD market
made it particularly attractive. It is assumed that most architecture firms have access to a
CAD system at the AutoCAD level. As an educational institution we needed to provide
CAD access to many students. Thus a strategy of modeling on low-end systems, that have
the ability feed a few high-end systems, is ideal given financial limitations. In addition,
AutoCAD seems particularly useful due to the ease in which it can be modified to fit
individual modeling needs. So even though our translator can interpret any 3-dimensional
model built in AutoCAD, we have taken advantage of AutoCAD's open architecture to add a
subset of modeling tools that can be used for efficient modeling with respect to the rendering
process.
Since we are focusing on Architectural models we have chosen to take advantage of the
ASG (formerly AEC) package's method of entering walls and windows. Modeling with ASG
makes it particularly easy to enter walls of a building quickly with a number of options
available for dealing with wall intersections. The use of ASG for entering walls is not
required, however. Walls can be built using LINES, PLINES, or the new DOUBLE lines
available in Version 11 by specifying a THICKNESS parameter. These entities will be
interpreted in the same way as ASG walls. A key feature in our intelligent translator is the
ability to identify all pairs of parallel surfaces that are within a specified distance (tolerance
factor) of each other. By describing only the outer faces of these surfaces appropriately (in
terms of the normal conventions of the radiosity model) the total number of surfaces in the
model is significantly reduced (see figure 6).
Openings in a wall are modeled conveniently with ASG. The 3-d installation package
should not be used, however, as it inserts the openings by partitioning the wall. A noninstalled ASG window is just represented as a line with a position and thickness. The
AutoCAD DXF file, then, contains a description of the wall as two lines with thickness and
a window as a line with thickness. (Note, in both cases thickness represents the height of
the entity). These are easily translated into the surface-void representation of the Unigrafix
format.
Modeling walls as surfaces with voids for openings enhances the flexibility of the 3-d
modeling process. If a wall has to be partitioned to represent an opening, and an opening is
moved or the wall size is changed, the model may have to be significantly altered.
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Representing the wall as a single surface with openings, makes it easy to resize the wall
without changing the openings, or alternatively to modify the openings without changing the
wall.
This simple representation of an opening allows easy substitution from a library of more
detailed openings that are available on a special window menu (see figure 7). By attaching an
attribute to the simple opening representation, the actual substitution need not occur until the
translation takes place to the Unigrafix format. While the more detailed model can be viewed
in the rendered image, a simplified version of it is used during the modeling phase,
significantly reducing the size of the data base AutoCAD must manage.

Figure 5. Definition of a Graphic Primitive in Berkeley Unigrafix Format.

Figure 6. Description of Normals for Surfaces Interpreted as Walls.
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The library of detailed 3-d openings can be expanded as the designer builds a vocabulary
based upon a combination of a predefined set of openings and a custom set of openings which
he/she has created. These custom openings can be generated from the set of efficient
elements (provided on a special menu shown in figure 8) which are predefined. The elements
are described as "efficient" with respect to the renderer's requirements but also provide
significant efficiencies for AutoCAD due to their simplified representation in the overall
model. Alternatively users can build their own blocks, following a set of recommendations
for efficient modeling. In the worst case, the translator will interpret any model built by the
user. However, a major goal of this project is to encourage and teach a particular style of
modeling which we feel is efficient from both the modeling and rendering perspective.
All surfaces of a 3-d model are not necessarily modeled as walls. Surfaces can be created
in AutoCAD via a number of primitives which include 3DFACE and POLYLINE. Surfaces
created in this manner can be interpreted by the translator but may result in an inefficient
representation (i.e. both sides defined) unless they fall into the special class of parallel
surfaces discussed earlier.
The biggest problem encountered when working with AutoCAD is its internal
representation of curved surfaces (which include tabulated surfaces, ruled surfaces, edge
surfaces, and surfaces of revolution). Rather than store such a surface in terms of the
equations of its defining curves, AutoCAD meshes the surface and stores it as a set of
vertices (the original curve definitions are not available in the DXF file). This again
constrains the radiosity renderer since knowledge of the defining curves can be used to mesh
each surface in the most appropriate manner. It also results in a significantly enlarged
geometric database as the coordinates for each facet must be stored. Until a more robust
format for the three dimensional database definition is provided, we have to accept the
meshing done internally by AutoCAD.

Figure 7. Menu Showing Library of 3-D Openings.
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Figure 8. Menu of Efficient Primitives.

Material and color assignment follows AutoCAD's standard conventions. A number
representing color can be attached to a layer, a block or an entity. AutoCAD's hierarchical
rules are followed for attaching color/material to the entities of the rendered model. The
numeric color value matches entries in a table describing available colors or materials which
are given in terms of an RGB representation. This table is used as an input file to the
translator which attaches the appropriate color specification when interpreting the DXF file.
This file can be easily modified by the user to provide a different menu of color/material
options.
Lights can be placed in the scene when modeling in AutoCAD. A light menu provides
for point and area lights. While point lights will not be seen in the AutoCAD model, they
will be included in the DXF file and output to the Unigrafix file (UXF). Area lights will be
visible in the AutoCAD model as surfaces.
The Translator
Our intelligent database conversion program operates on the AutoCAD DXF file to translate
the 3-D AutoCAD model to the Berkeley Unigrafix format required for efficient rendering by
the radiosity renderer. The translator is written in C and can work either on the PC
workstation or a UNIX workstation. For large databases it is generally much more efficient
to run it on a UNIX workstation.
The translator program can interpret any AutoCAD entities and output them in Unigrafix
format. The intelligent feature of the translator, however, is its efficient interpretation of a
particular set of objects. The key objects focused on are the walls and windows specified in
ASG format and the set of efficient graphic primitives that are included in the customized
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AutoCAD modeler. There is no information in the DXF file actually associating two lines
as a wall. As the DXF file is read, all lines with heights are stored in a data structure. Each
line is then matched to other lines in the data base to which it is parallel. If the lines are
within a specified tolerance factor of each other, they are assumed to represent the interior
and exterior surfaces of a wall. Only the exterior side of each surface is listed as a FACE in
the UXF file.
The tolerance factor is an input value to the interpreter. If it is set small enough both
sides of all surfaces will be defined (with the exception of the predefined primitives). This
could be considered the worst case scenario with regard to size of the database passed to the
renderer.
The simple windows specified in ASG are also defined in terms of lines with heights and
are added to a window data structure as the DXF file is read. Once all walls are interpreted,
the wall list is searched to determine which wall contains each window (first by finding all
walls parallel to the window line and then by checking the coordinate bounds of the walls and
window to determine overlap). The library of openings is then searched to locate the
geometric definition of the current window. A void of the appropriate size and shape is
inserted into the face of the wall in question and the graphic primitives associated with the
requested window are placed into the UXF file. Figure 9a shows the UXF file definition of
the primitive inserted to create the head, sill and jam surfaces of a simple window.
As the DXF file is read, any AutoCAD blocks used in the model are interpreted as
Unigrafix primitive definitions. Instances of these definitions are inserted into the rendering
database as they are referenced in the entity section of the DXF file. Primitive definitions can
instance other primitive definitions just as blocks can be nested in AutoCAD. Instance
definitions of the graphic primitives that are contained in the menus added to AutoCAD are
already specified in the translator program. Thus these blocks need not be retranslated every
time. Only blocks that have not been previously defined will need to be translated. This
approach allows complex assemblies to be readily substituted for the relatively simple
primitives which are initially used during the preliminary design phase. Figures 9b and 9c
illustrate the option of substituting more sophisticated openings by instancing more complex
primitive definitions.
Any other surface entities in the DXF file are translated appropriately into Unigrafix
vertices and faces after they are checked for planarity. An additional check is also made to
detect coplanar contiguous surfaces which are composed of the same material. These surfaces
are often the result of the faceted approach which AutoCAD uses to represent ruled and
tabulated surfaces. Once detected these polygons are combined into one large polyline
resulting in a significant decrease in database size (nominally by a factor of six).
If a model is too large to handle as a single AutoCAD drawing, several DXF files can be
translated into one UXF file. In this way a complex environment can be created without
overtaxing the modeling capabilities of a low-end workstation.
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Conclusion
A recent Scientific American article by Donald Greenberg (1991) describing rendering
methods concluded with the following quote:
"Computer-aided design systems can now produce the kinds of images architects need.
The most important issue yet to be resolved is software that makes it easy for architects to
create their models."
The approach described in this paper addresses this critical problem of modeling by
providing a very powerful three dimensional design editor. During the early stages of the
schematic design process, walls may be specified as simple masses without regard to
fenestration or other detail. As the design evolves simple openings may be included without
regard to detail and without requiring changes to the previously specified walls (unless the
walls themselves are changed). During the final design phase of a project, fully articulated
doors, windows and other complex assemblies may be readily substituted and/or modified
with a minimum of effort and without requiring further changes to the previously defined
model. Each of these steps builds upon the last without requiring the designer to invest
additional time to undo or substantially modify any of his/her previous efforts.
Figures 10 through 15 illustrate this design process. A 3-d model is developed in
AutoCAD with simple opening representations (see figure 10). This model can be previewed on the SGI workstation using hardware shading capabilities to check for
inconsistencies in the model (see figure 11). The same model can then be fully articulated
with more complex openings (see figures 12 through 15).
This stratified approach which links a modeling package such as AutoCAD with a
visualization package such as the Silicon Graphics' radiosity renderer is able to utilize both
levels of technology in an optimal fashion. By fully exploiting the unique capabilities of the
resources available, the size of the AutoCAD database is significantly reduced and the feasible
scale of a project is greatly expanded. This results in an increase in both productivity and
capability for an architect working at a PC level workstation. Finally, it provides a system
which integrates numerous low-cost workstations using readily available CAD software for
the time intensive design function with a smaller number of higher cost super workstations
which are used for producing final images and animation.
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Figure 10. 3-D model developed in AutoCAD.

Figure 11. Flat shaded model.

Figure 12. Model articulated with arched openings.

Figure 13. Close up of arched window detail.

Figure 14. Substitution of alternative opening detail.

Figure 15. Close up of window detail.
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