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ABSTR ACT
This research attempts to generalize an approach for large-scale, non-layered spatial extrusion. The
methodology consists of splitting a volume, representing any arbitrary geometry, into discrete fragments with a finite number of possible arrangements. These fragments are combined in response
to a series of design criteria. A novel application of graph theory algorithms is used to generate a
continuous and non-overlapping path through the discrete segments.
Physical and mechanical issues related to extrusion technology are explored. The computational
model takes into consideration the grade and limitations of different kinds of equipment and
material properties to counteract fabrication errors with the goal of speeding up the process and
eliminating any need for human intervention.
This approach is implemented as a cross-platform software product and programming library that
can generate robot programs compatible with multiple industrial robot manufacturers. A physical
prototype was fabricated using the seminal Panton Chair as a test model.
We conclude that the computational approach is sound and most of the issues encountered were
due to the equipment used. This will be addressed in future work.
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Detail of the first prototype.

INTRODUCTION
The research in this paper is produced at the Design
Computation Lab (The Bartlett School of Architecture, UCL), and
led by Vicente Soler, Gilles Retsin and Manuel Jimenez Garcia.
Since 2013, Design Computation Lab has looked into design
methods for additive manufacturing with robots. The research
agenda was developed in a research-through-teaching context,
where specific research topics are developed by groups of postgraduate students. The research agenda into design methods has
been combined with a theoretical framework based on arguments about discreteness, as opposed to continuity. The work
has been demonstrated at the scale of furniture, developing
multiple iterations of the seminal Panton Chair as prototypes.
Toolpath fragments are understood as building blocks with
limited connection possibilities. These fragments then get
assembled into a continuous toolpath, in response to a series of
design criteria. This process has been extensively described from
a design and theoretical perspective, but the technical side has
been under-documented.
The Design Computation Lab is currently working on a generalized approach to discrete design methods for additive
manufacturing, which will result in a stand-alone software
package and CAD plugin. To build this software as a generally available tool, in-depth technical research was required to
establish an overview of the parameters and constraints. This
paper gives a wide and reproducible overview of the technical
background of the software. It explains the relation of extruder,
material, robotic manipulator and computational process. Based
on this framework, a beta version of the software has been
developed, and a first prototype fabricated.
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BACKGROUND
FDM is a proven technology for small-scale additive manufacturing. Since the expiry of its patent in 2009, hobbyists and
researchers alike have been experimenting with this technology,
trying to apply it in creative and innovative ways. A heterodox
approach that has become increasingly popular is extruding
thicker filament sections in a space frame pattern. The segments
are extruded in the air and only the nodes are bonded together.
This approach hopes to create larger lightweight but performant structures that still preserve some advantages of additive
manufacturing at a reduced cost and build time. It was first
popularized by the Mesh Mould project (ETH, Zurich) and since
then several design schools have produced projects that use a
variation of this technique, finding value in it for its speculative
potential. Although its industrial application or market potential
is still to be proven, several start-ups have sprung up recently
trying to commercialize this technique.
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Extrusion equipment.
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Spatial extrusion process.
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This paper presents an attempt to generalize the technique
of spatial extrusion, allowing its implementation as a software
package for end users. This is non-trivial due to factors that can
stem from arbitrary topologies to the limitations of different
types of extrusion equipment.
The manufacturing equipment consists of a plastic extruder
attached to an industrial robot, a cooling mechanism to cool
down the extruded segments and, optionally, a heated platform
on top of which the workpiece is built (Figure 2). The thermoplastics ABS and PLA are commonly used materials in FDM 3D
printing. Minimal heating energy is needed to melt the material and harden again at room temperature with no material
degradation.

their way down. For the plastic to be heated evenly, an optimal
screw geometry will contain cavities that stretch further down
the screw to maximize the contact area between the plastic and
the heated barrel.
To target a specific temperature, a proportional–integral–derivative (PID) controller should be used. The PID algorithm considers
historical data of temperature change over time, predicting when
to start and stop the resistance and hence keeping a constant
temperature.
Other factors can also alter the extrusion temperature. There
should be enough thermal inertia to not suffer a temperature
drop when flow is started or resumed.

Spatial Extrusion

Driving Mechanism

The process begins with the extruder depositing molten plastic
on a heated steel base. The robot then moves the extruder
upwards diagonally, suspending the molten plastic in the air, with
one end attached to the base and the other to the nozzle of the
extruder. Once the plastic has cooled down, the lower node acts
as a rigid joint, allowing the segment to cantilever. The extruder
is now free to move to a new position (for example, diagonally
downwards creating a triangle), and thus the start of a trusslike structure. Top nodes eventually become supports for other
segments layered above and so on (Figure 3).

The type of motor pushing down the material and its control
system also play a crucial role in the success of this technique.
The flow rate should keep in sync with changes in feed rate, or
speed, of the robot carrying the extruder. When the extruder
moves from one node to the next, it must first accelerate to a
desired speed, continue at a constant speed while extruding
the segment and then decelerate to a standstill at the end node.
After stopping, due to accumulated pressure, the material might
still drip from the extruder. This can be compensated for by
immediately moving the rotor in the opposite direction, creating
backflow for a predetermined distance, and thus keeping the
segment in tension. This is commonly termed suck back.

The feasibility and reliability of this process is highly dependent
on the technical features of the equipment used. We identify
three critical factors: ability to achieve constant molten temperature, ability to achieve constant flow rate in relation to feed rate
and ability to immediately stop and resume flow.
Plastic Extruders

Plastic extruders are commonly categorized by the way the
material is fed, either in the form of filament or pellets. In the
former, the plastic filament is clamped between a bearing and
hobbed cylinder attached to the shaft of a motor. A spring
pushes the bearing, pressuring the filament into the cylinder.
When the motor turns, the filament is pushed down by friction
through the orifice of a heated nozzle. The nozzle, usually made
of brass or aluminum, has embedded an electrical resistor and a
temperature sensor. When a current flows through the resistor
it generates heat, heating up the nozzle by conduction. To target
a desired temperature, power to the resistance is toggled based
on feedback from the temperature sensor, generally a type k
thermocouple.
Pellet extruders use the endless piston principle. A turning screw
pushes the material down a heated barrel, melting the pellets on

564

Conventional, open loop, brushed DC or AC electrical motors
will not be sufficient. These are usually controlled by increasing
or lowering the supplied voltage. This changes the torque of the
motor, but it will not be aware, for example, if changes in resistance to the flow lowers or increases its actual rate, and won’t be
able to be accurately synchronized with the robot motion.
Most spatial extrusion projects use a stepper motor, which
albeit also having an open loop control, can be positioned more
accurately. A pulsating signal is used to advance in discrete steps.
The position of the shaft can be tracked by keeping count of the
pulses sent. If the rotor encounters strong enough resistance or
tries to ramp up or down too quickly, steps can be skipped and
the control system won’t be aware of it. Synching the flow rate
generated by a stepper motor to the feed rate of the robot is
done by matching it with the programmed speed of the robot.
This doesn’t consider the dynamics of the robot as it constantly
deviates from its programmed speed, such as when ramping up
or down.
The best but more expensive choice is a closed loop servo motor.
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Discretization process of the volume.

These have well-known speed and torque curves and come
equipped with a rotary encoder that supervises the absolute
position of the shaft. A control unit will iteratively adjust the
applied torque to keep a constant flow rate or stop it at a precise
location.
Robot controllers can output an analog signal that maps to the
speed of the TCP (tool center point)—in this case, the tip of the
nozzle. An analogue output module with varying voltage can be
used to drive the motor. This can improve coordination with the
robot movement, but is still not ideal.
For the best coordination, a compatible servo motor can be integrated in the control system of the robot as an external axis.
Robotic Manipulator

Three distinct types of industrial robots can be used for the
computer controlled positioning of the extruder. Cartesian coordinate (or gantry) robots, commonly found on CNC machines,
parallel-delta robots or articulated 6-axis robots. Articulated
robots are the most popular choice even though they are more
expensive, less precise and require higher motor torque for the
same amount of control. Their advantage is having six degrees of
freedom, allowing for the tilting of the extruder. Assuming that
the extruder’s nozzle is a revolution surface, only 5 degrees of
freedom are necessary. Tilting the extruder is also seldom used in
this process.
An industrial manipulator consists of six revolute joints
connected in series, controlled by servo motors like the ones
described previously. The end flange of the robot, where the

extruder is located, can be accurately positioned in space by
the coordinated movement of the joints, in the same way as the
position of a human hand can be controlled by the articulated
joints of the arm.

METHODS
Discretization of Arbitrary Geometry

The computational process starts by defining the volume that will
shape the workpiece. It can be modeled in CAD software and
imported as a manifold mesh object with no self-intersections,
the mesh being the boundary representation of this volume. An
implicit function describing the volume can also be used. The
volume is then processed as a signed distance function where
positive values are inside, negative values outside and zero
values lie on the surface. The absolute value itself is the distance
in millimeters to the boundary. To speed up distance calculations
to the mesh boundary, a binary search tree for spatial partitioning is employed. The ray casting (crossing number) algorithm
is used to retrieve the sign of the value that determines if it’s
inside or outside. This is not ideal, but made redundant by ray
casting multiple rays in random directions per sample.
The space occupied by the volume is discretized into axisaligned intervals. In other words, it’s divided into a regular
three-dimensional grid where the cells are shaped as congruent
parallelotopes, i.e., boxes (Figure 4). The size of these cells is
constrained by the geometry of the extruder.
In conventional layered extrusion, the extruder only moves
upwards. Downward motions in spatial extrusion risk colliding
with the workpiece. The nozzle geometry and extruder size
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Finding a continuous path

limits the plunging distance and angle. The taper angle of the
nozzle restricts the maximum inclination of the segments that are
extruded downward. The width of the nozzle and extruder limit
how much distance the extruder can plunge before colliding with
previously extruded segments.

To determine the support cells, the grid is traversed in columns
from top to bottom. The presence of any filled cell will flag all
void cells underneath as support. It might be possible to minimize the support volume by adjusting an overhang value, but this
has not been implemented yet.

Therefore, the size of the cells in the vertical axis is constrained
by the plunge depth, and the size of both horizontal axes is
constrained by the plunge angle, this being a ratio between the
horizontal and vertical size. Both horizontal axes will have the
same size, forming a square in the horizontal plane.

Creating an Abstracted Graph of the Toolpath

The cells are divided in three categories, filled, support or void
(Figure 4). Filled cells form the finished object. Support cells
contain a lightweight extrusion pattern that supports filled cells
and will be removed after the extruding process is completed.
Void cells have no material in them.
Cells are flagged as filled if they lie inside the volume or intersect with the boundary. The signed distance value at the center
is used to determine if a cell lies inside. Boundary intersection
is performed by using the axis-aligned box that makes up the
shape of the cell. The distance value on the center of the cell is
represented as a vector rather than a scalar. If the three components of the vector are smaller than the three components of the
extent of the box, the box is found to be intersecting.
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The cells are then grouped by their common vertical coordinate,
from bottom to top, and a continuous toolpath is generated for
each group. To compute this, each group is represented as an
undirected graph, where the cells are the vertices of this graph
and the edges are the orthogonally neighboring cells. Edges
connected to vertices that represent void cells are removed.
The graph topology depends on the volume’s topology. Two
main pathologies that can appear are disconnected graphs and
vertices with no supports. Disconnected graphs are bridged
using the discarded edges. Each available edge is weighted
depending on the amount of support material it needs and
Dijkstra's algorithm is used to find a weighted shortest path
between them.
Once the subgraphs are connected, a Hamiltonian path
must be found, i.e., a path that will visit all vertices only once.
Unfortunately, it is not guaranteed to exist on any arbitrary path
and has a computational complexity of NP-complete.
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Toolpath display and robot simulation

A workaround is devised for this. First, Prim's algorithm is used to
find a minimum spanning tree (Figure 5). Each vertex of the tree
is subdivided into four and placed on the four horizontal quadrants of the cell. A new subgraph is created to connect the new
edges with the orthogonal neighbors. The edges that cross the
spanning tree are removed, leaving only the boundary edges of
the new graph. The remaining boundary edges have a degree of
two—only two edges are connected to each vertex. This, and the
fact that they are generated from a minimum spanning tree with
no closed loops, means that a single Hamiltonian cycle is guaranteed to exist per group (Figure 5). For each group, the start-end
vertex is chosen as the closest vertex to the previous cycle.
Edges that were reversed when finding the cycle are tracked, as
they must be extruded in the opposite direction.
Creating the Geometrical Toolpath

The graph’s vertices are replaced by a geometrical representation
of the segments to be extruded. Each vertex represents an axisaligned box with 8 corners. The segments always connect to 4
diagonally opposed corners that alternate in a checkered pattern.
This guarantees that all segments can connect and bond with
the 26 possible neighboring cells that share vertices, and that all
segments will have a support node (Figure 6).
Supporting cells will be replaced with a lighter, identifiable
pattern that must be manually removed after the extrusion
process.
Different densities in terms of material-to-void ratio can be
achieved by further subdividing the cells along the vertical axis.

The minimum possible density consists of segments connecting
the 4 necessary corners of the cell. Higher densities are achieved
by adding nodes along the vertical edges of the cell. The
maximum density corresponds to the interval height divided by
the extrusion thickness, which is effectively the same as if the
cell was extruded in a conventional layered toolpath.
Several factors can be used to define the density of each
cell. The user can combine and customize them. One is the
field value (the distance to the boundary), where the pattern
becomes denser the closer it gets to the boundary. The second is
performing a structural analysis using the finite element method
(FEM). The result of the analysis is also used to decide the
density of each cell. The analysis calculation must be performed
iteratively, as density changes will modify the structural behavior.
These can be combined into infinite number of possibilities
(Figure 7).
Adjusting for Physical Constraints

After the idealized path is generated, additional modifications are
added that consider physical and material properties. The cells
are offset towards the inside by half of the extrusion thickness
minus an adjustable overlap distance. This avoids collision
between the nodes while still bonding together. Overhanging
segments will deflect while the material is cooling down and the
extruder is moving to the next node. A compensation factor is
used by rotating these segments backwards, using the base node
as the center of rotation and the resulting vector of the cross
product between the segment vector and the vertical vector as
the rotation vector.
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Design space.

A failsafe feature allows for additional tolerance by making
the nodes bulkier. The size of the nodes can be adjusted and
will depend on the reliability of the extrusion equipment. The
bulkiness is achieved by extruding concentric horizontal circles
as sections of a sphere.
Closed loop processes that monitor the position of the
nodes are being considered, but have not been tested yet, as
described in the future work section.
Creating a Robot Program: Feeds and Speeds

Once the toolpath is known, a robot program is created that
includes other critical information, such as approach and
retraction points, speeds, wait times, flow rate and I/O signals.
An ideal extruder would immediately be able to start and
resume flow, but this is not generally the case. The program
compensates for this factor by delaying the motion of the
robot after signaling the extruder to start the flow. This is
done on every node. More robust setups have a signal from
the extruder to the robot controller to monitor if the extruder
is ready. The extruder’s controller might turn off this signal
for various reasons. The extruder might not have reached the
appropriate temperature, a sensor might detect if the material
is running out or the motor might still be performing the suckback process. The program makes the robot wait in position at
the start of the node until this signal is turned on.
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For segments extruded in the upward direction, the speed of the
extruder is programmed slightly higher than the flow rate. This
is to keep the segment in tension. At the end node, a signal is
sent to turn off the flow of the extruder. The extruder’s controller
is expected to produce the suck-back motion at this point. The
robot will wait here until the segment cools down and becomes
rigid enough to move to another node. This amount of time
depends on several factors, including the extrusion thickness and
the cooling method employed. Common cooling methods consist
of blowing compressed air directly or using a cooling device, like
a vortex tube, that lowers compressed air temperature by splitting it into hot and cold streams.
Segments extruded in a downward direction present a different
challenge. The nozzle will collide with part of the extruded
material if the flow rate is the same as the robot speed (assuming
the nozzle remains pointing vertically downward). To compensate for this, the flow will be resumed in advance before moving
towards the next node. The segment will form a slight catenary
arc and avoid scraping the nozzle. This delay depends on the
wall thickness at the tip of the nozzle (around the orifice) and the
taper angle. The ideal nozzle will have a very thin edge and sharp
angle. The cool-down time for these segments can be lower, as it
is supported on both ends.
Cells with maximum density have the segments layered on top of
each other and therefore can be extruded much faster.
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Interface of the application.

This abstracted robot program is then converted into a manufacturer-specific robot programming language. Supported robot
manufacturers are ABB, KUKA and UR. A G-code converter for
gantry robots is planned but not yet implemented.

IMPLEMENTATION, RESULTS AND REFLECTION
Software Implementation

This methodology is implemented as two different software
products: a programming library and a standalone application
(Figure 8).
The library is written in C# 7.0 programming language and targets
.NET Core 1.0, a cross-platform open source managed software
framework. It has no commercial dependencies and works in
Windows, Linux and MacOS.
The standalone application is created using the Unity 3D video
game development platform. It takes advantage of its mature
graphics engine, interface system and cross-platform support. To
interface with the core library, a MVVM pattern is used, where
a second library acts as a mediator converting data between the
core library and Unity types. It’s written in C# 6.0 and targets
the Mono framework 4.6. It’s available for Windows, Linux and
MacOS.

Physical Prototype

At the same time as developing the software, a single physical
prototype was produced (Figure 9). It was created by importing a
3D model of the seminal Panton Chair into the application. The
material used was transparent PLA mixed with cyan coloring.
The prototype was fabricated in Avila, Spain by Nagami, a small
robotics startup for large-scale robotic 3D printing.
The extrusion setup available at Nagami consists of an ABB
IRB4600 industrial robot attached to a custom-made pellet
extruder. The equipment is not ideal, as it uses a stepper motor
and an improper screw geometry that doesn’t heat the material
evenly.
The equipment’s limitations were compensated for by increasing
the tolerance parameters and reducing the flow rate. The build
time was considerably slower than for a conventional layered
extrusion of the same size. The deflection of the line segments,
although within the tolerance parameters, still varied and created
an uneven look, where some segments curved and did not look
cleanly extruded.
The design for this chair prototype was generated with a
pre-alpha version of the software described above, as a material prototype to support and test the development of the beta
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version. The chair is assembled out of thousands of smaller
toolpath fragments, and then extruded as a continuous, 2.36 km
long line.
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