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Abstract.
Generative design has been explored to produce
unprecedented geometries, nevertheless design constraints are, in most
cases, second-graded in the computational process. In this paper,
reinforcement learning is deployed in order to explore the potential
of generative design satisfying design objectives. The aim is to
overcome the three issues identified in the state of the art: topological
inconsistency, less variations in style and unpredictability in design. The
goal of this paper is to develop a machine learning framework, which
works as an intellectual design interpreter capable of codifying an input
geometry to form a new geometry. Experiments demonstrate that the
proposed method can generate a family of tables of unique aesthetics,
satisfying topological consistency under given constraints.
Keywords. Generative design; computational design; data-driven
design; reinforcement learning; machine learning.

1. State of the Art
The trend of computational design in architecture has been widely spread now.
Utilizing the power of computers, an entirely new design methodology emerged,
which enabled architects to design unseen geometries. In computer science, a more
radical design process has been explored, since generative adversarial networks
(GANs) were proposed (Goodfellow et al. 2014). Originally, the method was
only applicable to 2D image generation but soon became applicable to 3D object
generation in voxel space (3D-GAN) (Wu et al. 2016), which is followed by
further researches such as PointNet (Qi et al. 2017), a point-based 3D object
generation. PointNet was used to generate chairs (Bidgoli and Veloso 2018). On
the other hand, reinforcement learning (RL) is often used to train an agent to play
games and to control robots. This algorithm has gathered attention since AlphaGo
(Silver et al. 2016), made by DeepMind, beat one of the best Go players. The
AlphaGo created an entirely new strategy in Go, which even professional Go
players have never come up with. This suggests the possibility of a brand new
design process in design, that is explored in this paper.
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2. Problem Statement
Recently, the advances in deep neural networks are happening at a fast pace
because of the rapid progress of computer hardware. Since then, artificial
intelligence (AI) is widely applied to various fields and industries. In the field of
architecture, computers are used to help architects and engineers design, analyze
and optimize space and structures. Digital fabrication is pushing the boundaries
of manufacturing in architecture in line with digital design, however, there is still
additional human effort required to optimize design digitally or manually in order
to achieve feasibility. On the other hand, there is a rapid progress in 3D object
generation purely generated by AI in the domain of computer science, although
fabrication of such complex geometries has not been explored. 3D-GAN and
PointNet present a similar problem, as gaps are sometimes seen between voxels or
points. This topological inconsistency derives from lack of semantic information
of the target geometry and is one of the biggest challenges in 3D object generation
especially in terms of fabricability.

Figure 1. Topological inconsistency as gaps in generated geometries through 3D-GAN (Wu et
al. 2016).

Moreover, their output relies on voxels or points, which makes the outcome
visually dense. Although new geometries are obtained through these algorithms,
they often look similar and no other visual styles are to be expected. Furthermore,
the latent vector is arbitrarily manipulated in the processes where designers cannot
easily predict their consequences until they see the final results.
In this paper, RL is deployed in order to explore the potential of generative
design satisfying design objectives. The aim is to overcome three issues identified
in the state of the art: topological inconsistency, less variations in style and
unpredictability in design. We aim at developing an ML framework which
generates a novel geometry based on an input form following assumptions that
fulfill fabrication and aesthetic goals.
3. Methodology
ML algorithms already surpassed humans in abstract strategy board games, not
only Go, but also Chess and Shogi (Silver et al. 2017). This exemplifies the
possibility that an ML algorithm is likely to design better objects satisfying design
objectives than human, because the design is also an abstract and strategic process
like board games.
In ML, there are three big paradigms: supervised learning, unsupervised
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learning and reinforcement learning. Eigenchair (Hovestadt and Bühlmann 2014)
and PointNet are classified as unsupervised learning which extrapolate geometric
features only from input geometries. However, a particular objective is difficult to
be fulfilled because designers cannot specify constraints there at all. Supervised
learning is mainly used to predict or classify based on input-output pairs. GANs
including 3D-GAN, are generally classified as semi-supervised learning, however
the output image/geometry mainly relies on random values. This is why the results
of GANs tend to become unpredictable.
Reinforcement learning, which is adopted in AlphaGo and is used in this
research, is a process to train an agent to take the optimal action in order
to maximize a specific value (reward), where this value can directly relate to
geometric and architectural constraints. In other words, an agent decides on an
action according to the current state of the environment and receives feedback
from its environment whether the action is beneficial or not by the means of a
reward. This algorithm is often used to train an agent to play a computer game
(Volodymyr et al. 2013). In our approach, an analogy of game-playing is used
to describe the design parameters. RL also allows control of a sequential process
as a fabrication sequence, unlike the other ML strategies by tracking an agent’s
movement history.

Figure 2. Brief diagram of reinforcement learning.

Table 1. Terminology in reinforcement learning.

In this game, an input geometry is given to define the boundaries of movement
in the space of an agent. The goal of the agent is to generate a table tracking the
trail of movement in the given space satisfying design and fabrication constraints.
The agent moves inside the input geometry satisfying such constraints as well as
staying inside the defined space as much as possible. The game is over, in other
words, a new geometry is shaped, when the agent steps outside the input geometry.
This setup of RL ensures the generation of a unified/sequential geometry because
the output is a single stroke, which is difficult to achieve by the other ML strategies,
while the fabrication sequence is also controlled.
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4. Experiments
Before generating a 3D table, 2D experiments were executed to obtain the
appropriate setup of RL for table generation because its design freedom in 3D
space is generally higher than that in 2D space.
4.1. 2D EXPERIMENT

The goal in 2D space is to generate a section of a table as a binary image with one
of the basic algorithms in RL, Deep Q Learning (DQN) (Volodymyr et al. 2013).
DQN computes the next action from its current state. The possible actions are all
discretized.

Figure 3. A discretized action space: N of independent Q values corresponding to each action
are generated via DQN. The action with the bigger value is likely to be taken.

500 Binary images with 64x64 resolution are used to train models where black
and white pixels indicate inside and outside a table as an input, respectively.
An agent draws a stroke inside the black area (see Figure 3) satisfying certain
constraints given as reward and actions.
An agent can move to its closest 8 pixels, and its state is defined as a 7x7 local
window around it. In the window, pixels inside an input shape is filled in black,
the pixels of its trail is filled in grey, and the rest are in white (see Figure 3). For
the reward, +1, -1 are given when the agent steps on inside and outside the input
geometry, respectively, in order to notify it that it should remain only inside the
given input shape. In addition, a smaller negative reward of -0.5 is given to the
agent when the agent hits its trail, from which it can understand self-intersection
is not a good manner but is better than going outside. The game is over when the
agent hits its trail more than five times or goes to the outside.
Table 2. RL system setting in 2D.

The state, a two-dimensional array as a grey-scaled image of the 7x7 local
window, is flattened into a vector to DQN, which returns an action where the agent
ought to go under such a condition.
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Figure 4. A table generation in 2D. left: an input geometry, middle: a movement history of the
agent (the color gets green starting from red, as the step proceeds), right: a trail of an agent.

Figure 5. A mean reward transition during the training.

After the training, this agent becomes to fill the input shape as much as possible
with a single stroke with a few self-intersections. In addition to that, it can even
fill a chair whose geometry is not included in the training dataset, which means
that the model achieves generalization in motion planning available for any shape.

Figure 6. A path generation via Flexible pixel-wise model for a chair.

From this experiment, an agent to shape a geometry is successfully designed,
although the constraint there is only an input geometry to prohibit the agent from
deviating the initial shape, where the agent just can fill a shape with a single stroke.
In 3D experiments, more strict design/fabrication constraints are introduced by
designing actions and states to meet the intended purposes.
4.2. 3D EXPERIMENTS

The scheme established in 2D is directly applied in 3D for the most parts, however
there is a significant difference in action space, that is the number of possible
actions. There are 8 pixels around an agent in 2D pixel space while there are
26 voxels around it in 3D voxel space. Obtaining many discrete and independent
values is not reasonable so that discrete action space is replaced with continuous
action space by introducing Twin Delayed Deep Deterministic Policy Gradients
(TD3) (Fujimoto et al. 2018). TD3 outputs a vector of three values ranging from
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-1 to1 and the vector indicates where to go next as direction. The resolution here is
16x16x16 voxel space and a voxel window size as the state is 5x5x5 (See Figure 7).
A thousand of 3D furniture mesh models are acquired through ShapeNet (Chang
et al. 2015) and are converted into voxelized models. An agent here is also trained
to stay inside an input geometry and to avoid self-intersection as much as possible
while satisfying given design constraints to generate a new geometry.

Figure 7. A continuous action space. Neural networks generate a series of continuous values.

4.2.1. 6-Actions Model
An agent can go its 6 direct neighbor voxels, and a direction with the smallest angle
with a vector obtained through TD3 is picked among the possible 6 directions. The
game is over when the agent hits its trail more than five times or goes to the outside.
The design constraint here is determined by the limited action set of horizontal and
vertical movements, leading to an angular style.
Table 3. RL system setting in 6-actions model.

Figure 8. Object generation via 6-actions model - from left to right, input voxel geometries,
voxels, pipes, and smoothened meshes.

The Figure 8 indicates that the intended angular style is achieved while the
agent is staying inside the input geometry. In addition, all the geometries are
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unified as a single object, which overcomes one of the issues of existing research,
that is topological inconsistency.
4.2.2. 26-Actions Model
As another design constraint, the number of possible actions is increased to 26
from 6 by allowing diagonal movements, which makes less angular style. The
other setup is exactly the same as the previous model.

Figure 9. Object generation via 26-actions model - from left to right, input voxel geometries,
voxels, pipes, and smoothened meshes.

Less angular geometries are produced by allowing diagonal movements. These
two models validate that different design constraints can be realized according
to action space design, nevertheless, these models sometimes generate imperfect
tables due to the lack of the agent’s performance evaluation system, which is
discussed in outlook section.
4.2.3. LEGO Block Model
The models so far focus on design perspective and do not have any fabrication
constraints. In this model, LEGO blocks are introduced to make an agent consider
a fabrication constraint. The objective here is to generate a LEGO table with a
limited set of LEGO blocks. The agent adds a new LEGO block on or beneath the
most recent block to prohibit branching, which makes it coherent as the previous
models. A state is same as the previous model but for self-intersection because a
new block cannot be placed where another block exists. There are three possible
blocks: a unit block (a) and horizontal blocks of the length of two (b) and three
(c) (seen in Figure 10). An agent designs a geometry only using these three types
of blocks. Considering a unit LEGO block occupies a single voxel in space, a
LEGO block is placed with the smallest angle with a vector from the agent’s current
position to its farthest tip with a vector from TD3.
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Figure 10. Possible LEGO blocks as action. Red dots indicate the agent’s current position,
from where a new LEGO block is placed.

Table 4. RL system setting in LEGO block model.

Figure 11. Object generation via LEGO block model.

Figure 12. Assembled LEGO blocks.

The fabrication constraint here is to design a table with a set of LEGO blocks.
The constraint is rather simple, yet the fabrication constraint is certainly satisfied
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and a variety of tables are successfully generated. The better performance can be
expected by introducing stricter constraints such as using LEGO blocks with more
different shapes.
5. Conclusions
An agent can draw an object with a single stroke in 2D space, leading to a
strategic learning behavior for any input shape. In 3D space, the trail of the
agent materializes geometry as a continuous stroke satisfying design objectives.
Designing action space appropriately, objects in the intended visual style are
successfully produced. In the LEGO block experiment, a fabrication constraint of
the modular system is implemented as a reward and action system in the algorithm,
and a sort of geometries fulfilling the constraint are successfully achieved.
The experiments demonstrate that RL overcomes the issues identified in state
of the art: topological inconsistency, less variations in style and unpredictability
in design. This is brought by the three essential aspects of RL, action, state, and
reward, which allows strict design constraints as well as design freedom. RL is
validated as a promising methodology to codify the abstract concept of design.
Computers are not merely a design assistant there. They are an independent design
interpreter and designer in the game of design.
6. Outlook
In this paper, self-intersection is avoided as much as possible, though it increases
the stiffness of a structure. How an agent interacts with its trail must be more
elaborately controlled. In terms of stability, structural strength can also be
evaluated as reward to achieve a stable and strong structure.
For action space, all the actions are mapped into discretized space in spite
of getting continuous values from TD. If continuous values are directly used
to navigate the agent, it can generate more visually-expressive objects, which
provides more opportunities to explore in styles.
The 16x16x16 resolution in 3D space is so low that detailed objects cannot
be generated. One possible solution is to introduce a wider window as state.
There needs to be further researched, and this definitely increases the application
opportunities of this methodology.
The LEGO experiment demonstrates that this approach is applicable to object
generation with fabrication constraints of how blocks are assembled. This even
can be extended to a robotic-fabrication-wise generative model where a robotic
path is taken into consideration while fabrication.
Different types of constraints such as metal casting, lightweight structure and
timber structure can also be feasible with this system.
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Table 5. Fabrication methods and corresponding possible constraints in reinforcement learning.

Finally, there is no way to evaluate the goodness of generated geometries so far.
The current algorithm generates objects satisfying given constraints, however the
algorithm does not know how good the result is. For instance, an output geometry
is not uniformly distributed in the input geometry in some cases. To overcome such
an issue, the distribution of the final geometry in its input geometry can be used
to assess the goodness of the geometry as episodic reward. To establish a more
reliable model, episodic reward must be given to the agent to notify the goodness
of an overall geometry so that the agent can generate only “good” objects.
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