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abstract: This paper first presents a review on visual perception in the built environment
and human vision simulation. Followed by the description of the Standard Feature Model
of visual cortex (SFM), an architectural cue recognition model is proposed using SFM-based
features. Based on the findings of the experiments it can be concluded that the visual
differences between architectural cues are too subtle to realistically simulate human vision
for the SFM model.
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résumé : Ce document présente d’abord une revue sur la perception visuelle dans l’environnement bâti et sur la simulation de la vision humaine. Suivi par la description d’un modèle des
caractéristiques standard du cortex visuel (SFM), un modèle de reconnaissance de repères
architecturaux en utilisant le modèle SFM est proposé. Sur la base des conclusions de ces expériences, on peut conclure que les différences visuelles entre les repères architecturaux sont trop
subtiles pour simuler de façon réaliste la vision humaine pour le modèle SFM.
mots-clés : Reconnaissance de repères architecturaux, simulation de la vision humaine, milieu
bâti
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1. INTRODUCTION

Agent-based systems are used frequently for human behaviour simulation in
a virtual built environment. In these systems, agents use rules such as the shortest path method to move from one location to the other. However these agents
usually lack input from vision, sound, smell and touch. Recently, especially in
robotics, computer vision is researched. Unlike most of the other vision and
visual interpretation researches, the vision and actions of the agent in this
project will be determined by applying human visual perception simulation,
which is modelled after biological aspects of human perception.
Various objects exist in the built environment, which can be divided into
three types, namely non-fixed cues, semi-fixed cues and fixed cues. Non-fixed
cues are defined as a piece of information perceived from dynamic objects (e.g.
threatening cues and humans’ behavior cue). Objects like maps, signages, and
different decorations are semi-fixed cues, and the architectural cues are fixed
cues. An architectural cue in this project is a piece of information hinted by an
architectural element in the scene (e.g. a door, or a doorway) that the subject
can use for recognition (Chen, Sun, and de Vries 2009).
In the first part of this paper, literature on visual perception in the built environment and existing recognition systems will be discussed. In the second part,
a series of experiments we conducted are described for introducing an architectural cue recognition system using the Standard Feature Model (SFM).
2. HUMAN VISION SIMULATION

Visual perception is always regarded as the most important type of human
perceptions in the built environment by architects (Crosby 1997) and environmental psychologist (Arthur and Passini 1992). In this section, visual perception will be discussed as the background of human perception simulation in
the built environment.
Based on Gibson’s Affordance theory (1966), Hershberger (1974) develops
the mediational theory of environmental meaning. He splits the notion of
schemata into two kinds of knowledge explicitly. One is the linkage from the
light pattern of the object to the object notion in the brain. The other is the
linkage from the object notion to its potential usage.
With more biological support, Lam (1992) explains the visual perception
as an active information-seeking process directed and interpreted by the brain,
which can be explained in four transitions between five concepts: Object, Light
Pattern, Electric Signals, Object Notion, and Cue.
Several researchers suggested object recognition models, in which some
learning mechanisms were used. In the early days, object recognition could
only be applied to some specific object with a large number of training examples. As new technologies were applied in this field, some advanced models
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were created which can be used to recognize objects of the same category. At
that time this was called pattern recognition. However these models still need
a large number of segmented training examples. Starting from the year 2000
new object recognition systems that can learn to recognize many objects (one
at a time) were created. These systems are called constellation systems, which
can recognize the informative parts as well as the spatial relationships of the
objects (Weber, Welling and Perona 2000). Compared with the previous systems, these constellation systems show excellent performance at recognizing
objects; whilst only requiring few training samples. Later on, techniques were
used to optimize the representation of objects and the object categories, which
improved the efficiency of the constellation systems.
The constellation models assume that the object is composed of random
constellations of parts (features) which contain mutual geometry constraints
of the object. The geometry constraints deal with the shape likelihood corresponding to the object. Then an object category can be formed with this model
showing the relative location, relative scale, and appearance of these parts.
Following the underlying idea of constellation models, Lowe created the
Scale Invariant Feature Transform model (SIFT) (Lowe 1999). This model is
considered a landmark in the history of the object recognition.
In the SIFT model, a new class of local features is used. These features are
invariant to image scale, translation, and rotation; furthermore they are partially
invariant to illumination changes and affine or 3D projection. The most important thing is that these features share similar properties with neurons in the
ferior temporal cortex that are used for object recognition in primate vision
(Lowe 1999). The SIFT model is the first model that can obtain the scaleinvariant features successfully, since then more scale-invariant models have
been created.
In recent years, some researchers turned back to look at the object recognition problem from the biology science side, and obtained very good results.
Among them, Serre developed a hierarchical system which can be used for the
recognition of complex visual scenes, called Standard Feature Model of visual
cortex (SFM) (Serre et al. 2004, 2007). The system is motivated by a number
of models of the visual cortex. Earlier, object recognition models aimed at
improving the efficiency of the algorithms, optimize the representation of the
object or the object category. Not much attention was focused on the biological features for higher complexity, not to mention applying the neurobiological
models of object recognition to deal with real-world images.
The SFM model follows a theory of the feed forward path of object recognition in the cortex, which accounts for the first 100-200 milliseconds of
processing in the ventral stream of the primate visual cortex (Riesenhuber et
al 1999; Serre et al 2005). The SFM model tries to summarize what most of the
visual neuroscientists agree on: firstly, the first part of visual processing of

CAAD Futures 2009_compile.indd 330

27/05/09 10:46:16

331

Human visual perception in built environment

information in the primate cortex follows a feed-forward way. Secondly, the
whole visual processing is hierarchical. Thirdly, along this hierarchy the receptive fields of the neurons will increase while the complexity of their optimal
stimuli will increase as well. Last but not least, the modification and the learning of the object categories can happen at all stages. In the SFM model there
are four layers, each containing one kind of computational units. There are two
kinds of computational units, namely S (simple) units and C (complex) units.
The function of the S unit is to combine the input stimuli with Gaussian-like
tuning as to increase object selectivity and variance while the C unit aims to
introduce invariance to scale and translation. These four layers are called S1,
C1, S2, and C2. A brief description of the functions, input and output to the four
layers are listed in Table 1.
table 1. brief description of the four layers of the sfm model.
Layer number

Brief actions

Input

Output

1

Apply Gabor filters
to the input
gray-value image

Gray-value image

Maps of various
positions, scales, and
orientations

C1

2

Use a max-like
operation for each of
the four orientations
and each band

Bands of maps from
S1

Maximum for each
bands (C1 features)

S2

3

Patches generation
(different scales
in the same
orientation)

Target images of C1
format

S2 patches

4

Combine a max
operation and the S2
patches, find the
scale and position
invariant features

S2 patches

Position & scales
invariant features
(C2 features)

S1

C2

In the following some details will be given to illustrate the working principles underlying the SFM model. The first two layers of the SFM model are S1
and C1. These two layers are designed such that they correspond to the first
cortical stages of V1 (the primary visual cortex) in the brain. In the S1 layer,
Gabor filters (Serre et al 2004, 2007) are used to analyse the input gray-value
images. Gabor functions have been shown to provide a plausible model of the
cortical simple cell receptive fields, therefore by making use of the Gabor filters
the C1 layer can simulate the neurons’ tuning property in V1 (Hubel and Wiesel
1965). To make sure all the filters fit with the property of the simple cells in V1
(Serre and Riesenhuber 2004), a careful selection is taken. After the selection,
a final set of 16 filters at 4 orientations are left whilst the other filters are
incompatible with the property of the simple cells in V1. Then these 16 filters
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are arranged to form a pyramidal form of scale, varying from 7 × 7 to 37 × 37
pixels in steps of two pixels. At the same time, four orientations of the Gabor
filters (0o, 45o, 90o and 135o) are chosen to trace the number of S1 units. Therefore there will be 64 maps (16 scales × 4 orientations) in 8 bands as the output
of the C1 layer (each band contains two adjacent filter sizes, so there are 8 bands
of the 16 scales).

Researchers found that the complex cells in the cortex show tolerance to
the position and the size (Hubel and Wiesel 1962): the receptive fields of
complex cells are twice as large as simple cells, and complex cells response
to every oriented bars or edges in their receptive fields. Based on these ideas,
in C1 layer, the position and scale tolerant C1 units are built using a max-like
pooling operation. Once again, parameters of the operation are set to meet
complex cells’ tuning prosperities. The inputs to C1 layer are maps from S1
layer, which are pooled together under the same orientation and scale band
to increase the selectivity and invariance. For each band, the maps of each
band member are sub-sampled with a grid. The size of the grid is determined
by the index of corresponding band. For example, when the band 1 is chosen,
maps of the same orientation with the filter size 7 × 7 and 9 × 9 are pooled
together. According to the band of these two filters, a grid with cells of size
8 * 8 is used. For each cell of the grid, a local maximum is taken from the 64
elements. At the last stage the maximum value is chosen from the two scales
of the same band. This max operation is done for each of the four orientations
and each band. A clearer map on what happened from S1 layer to C1 layer
can be found in Figure 1.
The following layer is layer S2. In this layer, firstly a set of patches are generated. These patches contain target images of C1 format with different sizes at
random positions at all orientations. After pooling these patches together, in
the learning stage, these patches are trained as the prototypes (features) of the
S2 units. Each of the S2 units is used as the radial basis function (RBF) units
during the object recognition process. Therefore with a given input, the S2 unit
response depends in a Gaussian-like way on the Euclidean distance between
this input and one stored prototype (Serre et al. 2004, 2007).
The last layer, the C2 layer deals with the shift and the scale again. This time,
it aims to find the global max over all the scales and the positions for each S2
patch. Effectively, a vector of maximums is generated by this procedure. The
length of the vector is exactly the same as the patch number in C1 layer. These
maximums are position and scale invariant features (C 2 features). They are
more general than the C1 features, with which better recognition results are
achieved. In the classification stage, the C1 or C2 response to a given image will
be passed to a simple linear classifier for final analysis. For a more detailed
explanation, see Serre’s paper (Serre et al. 2004, 2007).
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figure 1. modify from serre’s paper (serre et al. 2007, figure 1), sfm model system overview.

This biological motivated object recognition system has been proven to be
able to learn from few examples and give a good performance. Moreover, this
generic approach can be used for scene understanding. Last but not least, the
features generated by the model can work with standard computer vision
techniques; furthermore it can be used as a supporting tool to improve the
performance of those computer vision techniques.
3. EXPERIMENT AND FINDING

Two experiments were conducted using SFM-based features for architectural
cue recognition. A set of images of scenes containing architectural cues are used
as input. The input image can be a training image, or a testing image. Both the
training and testing sets have a negative part and a positive part. In the positive
part, images contain targeted architectural elements (architectural elements to
be recognized). The SFM model will collect features extracted from images in
the positive part and build a database for recognition. In the negative part, images
containing non-targeted architectural elements are put together. Again the SFM
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model will extract features of these non-targeted architectural elements and build
a corresponding database.
In the following, detailed description of two experiments will be presented
with our findings.
3.1. Single room with doorway
3.1.1. Flat-Shaded Images as input

Flat-shaded images of simple scenes consisting of a room and a doorway were
used as input in the first set of images. The goal was to find whether the extracted
SFM-based features were sufficient to tell the difference between the walls and
the doorways. Images containing a doorway were used as positive examples
while images containing walls were negative examples.
With a square-shaped room and a doorway, two building structures can be
obtained as it is described in Figure 2. Four models were created, namely model_1,
model_2, model_3 and model_4. Model_1 and model_3 were built based on the
room layout shown on the left and Model_2 and model_4 were created based
on the one to the right. The room width in this experiment was 10 meters, while
the length and width of the doorway was 10 meters and 2.5 meters, separately.
Furthermore the height of the wall and the doorway was 5 meters.
figure 2. building structures containing single room with a doorway.

From each model, images of scenes containing the wall or the doorway
were generated as the input. This is listed in Table 2. Two models were chosen
at random with different building structures for training and the other two for
testing. Some examples of the training images are shown in Figure 3. In Figure
3, the first two rows show the samples of the doorways (in the scene, the doorway can sit to the left of the wall, or to the right of the wall), and the last row
gives samples of the wall.
table 2. images generated from the scenes containing single room and a doorway.
Model number

Doorway images

Wall images

1

9

7

2

7

8

3

8

8

4

10

6
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figure 3. samples of training examples when taking flat-shade images as input.

Repeating this experiment several times, and then by averaging the correctly
recognition percentage obtained each time, good result (higher than 90%)
could be achieved using this set of images.
One important feature of the SFM model is that it only needs few positive
training examples for recognition. To research whether this model was still
working efficiently given few positive examples containing architectural elements, the number of images containing a doorway were reduced. First, images
containing doorways from model_1 and model_2 (with different building
structure) were generated. For each model, 6 doorway images were chosen.
Therefore totally there were 12 positive training images. Meanwhile, 11 wall
images from these two models were chosen as negative training images. Then
from model_4, 10 doorway images and 6 wall images were generated for
positive testing images and negative testing images, respectably. Given different
number of positive training images from those 12 images, correctly recognition
percentages were obtained by running the program for 12 times and then taking the average. Figure 4 shows the result.
figure 4. average correctly recognition percentage with given images.

According to the experiment result, the SFM model can still give good
recognition percentages of the architectural elements with only a few (≥5)
positive training images when the scene only contains simple wall and a doorway.
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3.1.2. Realistic Images as input

In this set of training images, the input scenes were rendered with different
materials and shadows, to add an additional level of realism. A light source was
fixed in the middle of the ceiling for each room. Some samples of the training
images are shown in Figure 5. The last two rows show the samples of the doorway while the first row showing samples of the wall.
figure 5. samples of training examples of taking realistic images as input.

With realistic images as input, six models of walls with a doorway were
built to research the possibility of architectural cue recognition using SFM.
Following the two building structures described in Figure1, in the first four
models, all the doorways were of width 2.5 meters and length 10 meters, and
the width of the square-shaped room was 10 meters. Again, the height of the
building structure was 5 meters. Each building structure covered two models.
Unlike the previous models, the room in the fifth model had a sharp corner
(the shape of the room was irregular, with width 8.5 meters, 18 meters, 8.5
meters, 9 meters respectably, and the width of the doorway was 3 meters) while
the doorway was wider (5 meters in this case) in the sixth model. Based on the
above settings, scene images of doorway and wall were generated as input, as
shown in Table 3. Again, images containing doorways were used as positive
examples and walls images as negative examples.
table 3. images generated from scenes containing materials and light.
Model

Doorway images

Wall images

1

6

6

2

6

6

3

5

6

4

5

6

5 (room with
sharp corner )

7

5

6 (wider doorway)

5

6
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Using images rendered from the first four models as input, the average
correctly recognition percentage calculated after 10 trials can achieve as high
as 78% (images from one model for training and images from another model
for testing). Given the images from the fifth model as testing input and images
from one of the first four models as training input, the average correctly recognition percentage of the doorways after 10 runs was 65%. When the images
from the sixth model were used as testing images with the training input
remaining the same, the correctly recognition percentage of the doorways was
55%. These are listed in Table 4. From these findings, it can be concluded that
the sizes of the doorway and the size of the wall are important attributes that
affect the correct recognition of the doorways.
table 4. recognition percentage when single room is assigned with materials.
Test

Input samples

Correctly recognition
percentage

1

Images from the
first four models

78%

2

Images from one of the first four models as training
input and images from the fifth model as testing input

65%

3

Images from one of the first four models
as training input and images from the sixth model as
testing input

55%

To research whether SFM-based architectural cue recognition could give
good results when the size of the doorways and the size of the wall were fixed
in the models, the following settings were made. Firstly two of the first four
models were chosen (with different layouts), the doorway images from these
two models were put together as the positive training examples; at the same
time the wall images from these two models were collected as the negative
training examples. Then one model from the two models remaining was chosen: the doorway images as positive testing examples and the wall images as
negative testing example. By weakening the effect of the size of the doorways
and the walls, the average correct recognition percentage reached 80%, which
was 2% percent higher than in test 1 (see Table 4).
By comparing the architectural cue recognition using flat-shaded images
and realistic images as input, it is observed that when architectural elements
are assigned with different materials along with a light source added in the
ceiling, the correct recognition percentage using SFM significantly decreases.
Furthermore changing the attributes (e.g. the size of the doorways and the
walls) will also result in lower correct recognition percentage.
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3.2. Room with door and doorway

In the first experiment, the aim was to find whether the SFM model can recognize the doorway in a simple built environment. In the following experiment,
an additional simple building element was added to the scenes: next to the
doorways from the first experiment, the scenes now also contained doors. Again
all the architectural elements in this experiment were assigned with different
materials and a light source was added in the centre of the ceiling. Four models were built to test whether the SFM could be used for finding the distinction
between the doors and the walls, the doorways and the walls, the doors or the
doorways and the walls and finally the doors and the doorways. In this experiment, it was assumed that all the doors were of the same size, so were the
doorways and the walls. The details of the models are listed in Table 5. Samples
of architectural elements in this experiment are shown in Figure 6, namely wall,
door, and doorway.
table 5. details of the models.
Model

Door image

Doorway
image

Wall image

Squared room
width (meters)

1
2
3
4

3
3
3
3

3
3
3
3

3
3
3
3

20
20
20
20

Room width
(meters)

Doorway width
(meters)

Doorway
length (meters)

Door height
(meters)

Door width
(meters)

2.5
2.5
2.5
2.5

5
5
5
5

20
20
20
20

2.2
2.1
2.3
2.3

1.3
1.5
1.4
1.5

figure 6. samples for the second experiment.
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Taking two models of different room layouts, wall images were generated
as negative input, and then doorway and door images were generated for corresponding positive input. The positive input images for the doors or the
doorways and the walls were obtained by putting the images of door and
doorway together. Then one model was chosen from the remaining two models, and images of doors and doorways were generated for corresponding
testing positive input while wall images as testing negative input. The testing
positive input images for the doors or the doorways and the walls were given
by putting the images of door and doorway together. In the last sub-task, the
positive input for the doors and the doorways were doorway images while the
images of the doors were used as negative input.
With the above settings, the average correct recognition percentage was
obtained for each sub-task after 10 trials. The results are listed in Table 5. This
table shows that the results of this second experiment achieved a lower percentage of successful recognitions. Good distinction can be found between the
doors and the walls, the doors or the doorways and the walls, and the doorways
and the walls. When the comparison was made between the doors and the
doorways, the correctly recognition percentage was lower, namely 66.67%. This
means that the distinctions between features extracted for the doors and the
doorways are too subtle for efficient recognition by using SFM.
table 6. results of the second experiment.
Distinction

Classification

1

Door & Wall

91.66%

2

Doorway & Wall

83.33%

3

Door or Doorway & Wall

95.75%

4

Door & Doorway

66.67%

4. CONCLUSION

In this paper, two experiments were set up to research whether SFM can be
used for architectural cue recognition. According to the findings, it can be
concluded that a limited recognition is achieved using SFM-based features for
doors and doorways.
According to Mutch (Mutch and Lowe 2008), it is possible to add more
layers to SFM, such that more scale, orientation and position invariant features
can be extracted for recognition to improve the recognition performance.
However in the real life, images containing architectural elements for recognition are always of one orientation only.
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Secondly, high contrast is set between the object to be recognized and the
background of this object in the input image in the experiments for existing
object recognition. However in the built environment, visual perception for
architectural elements is under the influence of more factors (e.g. material,
light, colour, etc.). With the multi-influence of these factors, there could be a
low contrast between the architectural element and its background in the image
of the scene. This will probably result in the low correct recognition of the
architectural elements.
Last but not least, the input to the SFM should be greyscale value images,
which only carries intensity information. As a result, some information will be
missing when colour images are transferred to greyscale value images. This
could be another reason for low correct recognition of the architectural elements.
In summary, the SFM method is a very powerful object recognition method,
but it has some serious shortcomings for architectural cue recognition.
Moreover, our project aims to simulate real human vision including its
limitations. The SFM model deviates considerably from real human performance. Therefore a probabilistic approach will be researched where vision
variables for object recognition are analyzed from experiments with real
humans.
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