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Abstract. Integration of analysis into early design phases in support of improved building
performance has become increasingly important. It is considered a required response to
demands on contemporary building design to meet environmental concerns. The goal is
to assist designers in their decision making throughout the design of a building but with
growing focus on the earlier phases in design during which design changes consume
less effort than similar changes would in later design phases or during construction and
occupation.
Multi-disciplinary optimization has the potential of providing design teams with
information about the potential trade-offs between various goals, some of which may be
in conflict with each other. A commonly used class of optimization algorithms is the class
of genetic algorithms which mimic the evolutionary process. For effective parallelization of the cascading processes occurring in the application of genetic algorithms in
multi-disciplinary optimization we propose a cloud implementation and describe its
architecture designed to handle the cascading tasks as efficiently as possible.
Keywords. Cloud computing; design analysis; optimization; generative design; building
performance.

INTRODUCTION
During the last decades an increased emphasis on
parametric design approaches is noticeable in early
architectural design phases. One of the opportunities of parametric design is that it is possible to generate many instances of a model described in a parametric model system, allowing the exploration of
a large number of design variations. The challenge
is that it is not possible to examine all these design
variations thoroughly enough to determine which
ones to develop further. Therefore, integration of
performance evaluation into the design process
during early stages could help supporting the selection process of high-performing design variations.
Obviously, the aim is to enable designers to make
important decisions about their designs when they

have most impact on performance of the building
and least impact on implementation effort. Achieving the best possible overall performance of a project will allow a response to the challenges posed
by climate change, resource depletion, and unequal
distribution of opportunities across the globe.

CHALLENGES
This paper presents work towards an implementation of a design performance optimization framework that over time attempts to respond to as many
of the following challenges as possible (Mueller et
al., 2013).
1. Interoperability: the building design software
industry is similarly fragmented as the building
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industry at large. There are many incompatible
software programs and data formats. Various
approaches have been proposed to overcome
or bypass this obstacle to seamless collaboration between design team members (Flager et
al., 2008; Janssen et al., 2012; Toth et al., 2012).
Data equivalency: design tools may not have
sufficient capabilities to create all data required
by analysis tools.
Data discrepancy: conceptual design is less
concerned with the detailed information required by analysis software (Bleil de Souza,
2012). Therefore, analysis opportunities in early
design may be limited by the information available to the design team or made available by
the design team.
Speed of feedback: design is an iterative process, with fast and frequent iterations. Analysis
feedback into these design iterations has to be
fast enough to remain relevant for the current
iteration (Hetherington et al., 2011).
Performance proxies: there is only insufficient
research to permit use of performance proxies
to bypass lengthy execution times of established analysis methods. Performance proxies
could use either simplified analysis methods, or
simple analyses of a different type indicative of
future performance.
Results display: visualization of analysis results
is not visually related to the geometric model
(Dondeti and Reinhart, 2011). This prevents
designers from quickly gaining insight into
where in the design deficiencies are located
and thus delays or prevents design improvements through human intervention in reaction
to analysis results.
In-context results: analysis results are not available in the digital model for access that would
enable automation of refinement iterations or
multi-objective optimization routines.
Human-machine balance: not all design goals
are measurable. How are “hard” computed performance metrics balanced with “soft” qualitative aspects. Several approaches are conceiv-

able, including a mix of automated iterations
and iterations performed by the design team
(Geyer and Beucke, 2010).

FIRST PROTOTYPE
The proposed system is composed of an analytic
framework which connects tools used to generate
design or analysis models (authoring tools) on one
side and analysis or simulation tools (analysis tools)
on the other side and of an optimization framework
which connects the design and analysis system to
optimization engines. Initially the data flow uses a
mix of proprietary and publicized file formats. The
specific components in the prototype implementation are:
•
GenerativeComponents (GC) [1] as parametric
design authoring tool with add-ins extending
GC’s classes with structural and energy model
components;
•
STAAD structural analysis engine [2];
•
EnergyPlus analysis engine [3];
•
DARWIN optimization framework including
two genetic algorithms [4]; and
•
Bentley Analytical Services Framework (analytic framework).
The utilized file formats are:
•
EnergyPlus’s IDF file format for energy model
information sent from GC to the analytic framework;
•
STAAD.Pro’s STD file format for structural model
information;
•
GC’s GCT file format for parametric model information;
•
XML file format for extraneous process information;
•
TXT file format for extracted results.
This solution was introduced and tested at the
SmartGeometry event in 2012 in Troy, NY [5] in a
prototypical implementation (Mueller et al., 2013). It
included energy analysis and structural analysis plus
a genetic algorithm (GA) (Figure 1). All of the system
architecture was implemented on a client system
(desktop computer). The analysis engines were also
implemented as analysis services on the cloud with
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Figure 1
Software architecture for the
prototype implementation
at SmartGeometry 2012 with
only the analysis engines in
the cloud.

the analytic framework establishing the connection
between the client and cloud applications based on
user selection of “local” or “cloud” execution of analysis.
Limitations of this test implementation were:
the implementation did not progress beyond prototype stages causing several deficiencies; analysis
models were kept at the minimal implementation
necessary to allow the analysis algorithms to execute while possibly achieving sufficient completeness of the models for conceptual design; there was
only a partial deployment of the system in the cloud,
particularly of the analysis engines, leading to accumulated latency issues; and lack of robustness. The
conclusions of this prototype implementation were:
•
Increase robustness of the software components and their communications.
•
Increase “completeness” of analysis and simulation models without increasing required model
complexity.
•
Develop the system architecture in a way to
minimize negative side-effects of a deployment in the cloud while maximizing the desired positive effects.

SECOND VERSION OF ANALYSIS AND
OPTIMIZATION FRAMEWORK
The improved second version of the analysis and
optimization framework responds to the limitations
by replacing the prototype optimization framework
with a version rewritten to meet production-level

software standards, including replacement of the
GAs with ones that have been in commercial use
for several years, extending them to multi-objective
optimization while still complying with productionlevel software standards. This includes use of interapplication communications that are robust, secure,
and prevent the problems encountered with the
prototype. Most importantly in the context of this
paper, this second version of the design analysis and
optimization system includes all necessary components running as services on the cloud (Figure 2).

User Workflow and Software Components
On the surface, the user workflow and involved components are the same as in the previous implementation: the user designs a parametric model including analytical model components in GC. The model
needs to be driven by parameters so that changes
to the model can be applied in response to analysis results or any other computations evaluating
the performance of the current instantiation of the
parametric model (Mueller et al., 2013). The analytical model components provide input to analytical
nodes which connect to external analysis engines
(STAAD and EnergyPlus) via the analytic framework.
Analysis results are returned to the parametric model
for any subsequent computations to extract or determine characteristic performance values. These are
passed as fitness values to an optimization node in
GC.
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Figure 2
Cloud components of the
software architecture for the
improved implementation.

The optimization node in GC is the interface to
the optimization framework which in turn interfaces
with the optimization engine. The user also identifies those parameters or design variables that the
optimization process may manipulate. The optimization framework converts parameter ranges and
their discrete increments (resolution or granularity)
into binary chromosomes (or the genome) for the
GA in order to generate individual design solutions
or phenotypes in analogy to evolutionary processes
in nature.

MDO Process
When the optimization process starts, the GA generates a first set of chromosomes to create a first
generation of individuals (a generation’s population)
based on the GA’s implementation of stochastic
principles applied to an evaluation of the nature of
the genome. The optimization framework interprets
the chromosome into the set of design variables or
parameters and pushes those into GC as engine for
the parametric modeling service with the applicable
parametric model active. The parameter changes
propagate through the model to create the corresponding model instance (individual or phenotype).
Any analyses included in the model are requested as cascading processes via the analytic framework while the parametric modeling engine waits
for the results to return, fully dependent on successful termination of the analysis processes. It then

performs any subsequent computations, resulting
in fitness values for the specific phenotype that are
fed back into the optimization node and from there
to the optimization framework. The fitness values
are associated with the specific individual’s chromosome and communicated back to the GA. Once the
GA has received all fitness values for an entire population it evaluates that population in order to determine those sets of chromosomes that it will use to
generate the genome for the next generation, i.e.
the next set of genotypes.
When the optimization is processed locally on
the client computer, the optimization framework
pushes each phenotype’s chromosome into the
parametric modeling engine and then waits for the
corresponding fitness values, which means that all
processes are executed sequentially, starting with
the parametric model update, including the analysis
requests and subsequent evaluations, and ending
with the return of fitness values to the optimization
node. This repeats for each individual in a generation until the entire population is processed. After
the GA evaluates the results for the generation it
creates a new set of genotypes for the optimization
framework to start the process for the next generation.
When the user requests execution in the cloud,
in contrast to the prototype this implementation
processes an optimization request entirely in the
cloud. The user designs and develops the paramet-
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Figure 3
Software architecture of client
and cloud components of
improved implementationes.

ric model, the connection of salient parts of the
model to various types of analyses, further evaluation computations, and the workflow connection to
the genetic algorithm in the authoring tool GC on a
desktop computer (the client) (Figure 3). This avoids
internet latency while modeling and permits local
testing and debugging of the parametric model, its
connection to the analysis engines, and validation of
additional computations performed on analysis results for their use as fitness values in the GA process.
When the user commits the optimization process to the cloud the request is packaged with all
required parameters for the optimization process itself, like population size and termination criteria; the
required data, especially the parametric model as a
snapshot GCT file; the composition of the parameter
set (names, ranges, resolution); and other required
information not relevant in the context of this paper. This package is sent from the optimization
framework client to the optimization framework’s
web service in the cloud which then creates an optimization job based on the information received in
the package. Most important for the cloud implementation, the optimization framework permits to
dispatch all phenotype requests for a population
in parallel, while generations have to be processed
sequentially. This allows parallelized evaluation of all
individuals in a generation and potentially accelerates processing by a factor close to the population
size specified by the user for the optimization process.

CLOUD IMPLEMENTATION
The cloud implementation uses Microsoft’s Azure
[6]. “The Cloud” as a concept assumes as primary
benefit virtually unlimited processing resources in
form of virtually identical work horse CPUs (compute nodes) with some amount of RAM and high
connectivity to the respective cloud infrastructure in
the physical server farm in which they are housed.
Of course, there are other benefits to using cloud
resources, e.g. ubiquity given internet connectivity with sufficient bandwidth, or availability without
first cost of ownership or maintenance costs even
when not used. These are secondary to the issues
addressed in this paper. Relevant is another premise of the cloud, which is that these resources are
state-free, which correlates to the assumption that
any user of these resources needs to be prepared
that they could fail, go off-line, or be replaced at any
point in time. Cloud processes (cloud services) must
not rely on preservation of state over long time. They
should be set up to receive processing requests, perform the necessary computations, potentially store
any results in a pre-determined location, potentially
indicate successful termination in addition to depositing the successful results, and terminate. Requestors of cloud processes should be prepared that any
started process may fail and that requests may have
to be re-issued until successfully resolved.
Compared to the implementation on a desktop
computer, a cloud implementation therefore introduces additional elements: first and foremost is a
scheduler which receives requests to process com-
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Figure 4
Simple cloud scheduling
service schematic.

putational tasks and dispatches them to available
compute nodes [7] (Figure 4).

“Simple” Cloud Task Scheduling
The sequence of cloud processing is that a client requests a processing job from the client-facing web
service of the cloud (1). The web service starts the
requested job (2). The job generates as many tasks
into the task queue as needed (3). The scheduler
polls the task queue regularly (4) and pulls the first
queued task and distributes it to an available compute node (5). The task processes on the compute
node (6), retrieves any data it needs from storage
usually via look-up in some table or database, posts
or updates any task states to a table (7), and returns
any process results to storage (8). It indicates its orderly termination to the scheduler. The job process
polls the table (9) to assess progress of individual
tasks or the overall job status. The web services polls
the job for job progress or completion (10). On request from the client (11), the web service pulls any
results from storage (12) and displays them to the
client (13) or makes them available for download to
the client. Compute node fail-over is implemented
by the scheduler hiding a task that has been distributed to a node. A time-out limit makes visible any
hidden task that has not indicated orderly termination to the scheduler within its time-out, so that the
scheduler will distribute it again on the assumption
that the computation failed for one reason or anoth-

er, including failure of the respective compute node.
This is a very straightforward implementation
for massively parallel processing tasks (“embarrassingly parallel”) which are the ideal use case for the
cloud. However, the most important implication
of this type of cloud scheduling regime is that task
sequencing as required for the MDO process cannot be guaranteed, so that process dependencies
need implementation of specific measures to ensure
proper sequence to avoid extended wait times in
the best case and deadlock in the worst.

MDO Cloud Process
For the multi-disciplinary optimization case there
are various levels of dependencies that might suffer substantially from the “state-free” and fail-anytime premise of cloud resources. If the task is the
optimization process itself, then any failure during
the process will void the entire process and requires
the entire optimization to restart. This suggests
that the optimization framework would need to be
state-aware. Similarly, the optimization engine (depending on its architecture) needs to be state-aware
or needs to store its intermediate results in such a
way that it could pick up the process at any point,
perhaps from conclusion of a generation. Any parametric model (e.g. individual in a population) is of
course one of the parallel processes in a generation
that benefits from the virtually unlimited resource
concept of the cloud. However, during several as-
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Figure 5
Cloud scheduling service schematic for MDO services.

pects of the MDO process various states are reached
in conflict with the state-free concept. This requires
some additional steps in the process sequence in order to be handled by a standard scheduler.

MDO Cloud Task Scheduling
An improved system of MDO cloud task scheduling is used to overcome the issues described
above (Figure 5). It uses tables to preserve states in
an otherwise state-free system that can fail at the
parametric model and analysis level. Model generation and analysis tasks are executed “in parallel”,
with the analytical framework as part of the parametric model task (i.e. on the same node, because
these processes are sequential anyway). However,
the analytical framework can start one or multiple
analysis tasks that will be queued and handled by
the scheduler. Possible approaches are single-queue
or dual-queue, separating modeling and analysis
tasks. The advantage of a dual-queue system is that
it could be designed to handle cascading dependencies without any danger of resource deadlock;
however, its implementation is more complex. The
current implementation uses a single task queue
for both, modeling and analysis, tasks and is based
on the premise that adaptive scaling (marshalling of
additional resources when tasks are waiting in the
queue) will prevent resource deadlock.
The sequence of the MDO cloud processing is
that the GC client requests an MDO job from the

MDO web service on the cloud and sends the required data package (1). The MDO web service
starts the MDO job (2). The MDO job comprises the
optimization framework and the optimization engine (the GA). It extracts and applies or distributes
the relevant data from the data package, handles
the parameter set to chromosome conversion, etc.,
generates all parameter sets for a generation, and
generates phenotype tasks PN into the task queue.
The scheduler polls the task queue and pulls task
PN (4) for distribution to compute nodes (5). The PN
task processes the appropriate parameter set (phenotype) in an instance of the parametric modeling
engine (GC) on the compute node (6) and posts or
updates its execution state to the table (7).
When the parametric model includes analysis
nodes, these request analysis tasks from the analytical framework instance AFN which runs on the same
node as the parametric model engine (8). This does
not impact processing speed because the parametric model engine needs to wait for the cascading
analysis processes to terminate and for the analytical framework instance to return the analysis results.
The analytical framework instance AFN posts and updates any processing states in the table (9) and adds
analytic tasks AN1 and AN2 (etc.) to the task queue
(10). The scheduler pulls the analytic tasks AN1 and
AN2 (etc.) from the queue (11) and distributes them
to available compute nodes (12) where they start
processing, pulling any data from storage, updating
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Figure 6
Cloud software architecture
including the additional task
management elements.

their processing state to the table (13), and depositing any results back to storage (14).
Meanwhile, analytic framework instance AFN
polls the table for the analysis tasks’ states (15), and
when they have successfully terminated it pulls the
results from storage (16). The analytic nodes in the
phenotype task PN in the parametric modeling engine poll process AFN for analysis results and postprocess them to convert them into fitness values
(17). PN also computes any other fitness values and
passes them to the optimization node in the parametric model. The optimization node passes the fitness values to an optimization framework instance
on the compute node which posts the results and
task completion to storage and table, respectively
(18).
The optimization framework instance in the
MDO job polls the table for completion of all tasks
PN in a generation (19), and pulls the fitness values
from storage (20). The optimization framework in
the MDO job prepares the generation data for the
GA which then generates the next generation’s parameter set and starts scheduling a new set of phenotype tasks PN (21). The MDO service polls the MDO
job for completion of the entire optimization run
(22) and notes completion, if applicable. The optimization framework client polls the MDO service for
job completion (23). Upon request, the MDO service
pulls the optimization results from cloud storage
(24), and the client downloads them (25) in order to

display them in the client context and/or instantiate
the corresponding solutions.

CONCLUSION
Cloud computing provides access to ubiquitous
and virtually unlimited resources. It permits acceleration of processes that include tasks that can be
performed in parallel but are predominantly performed sequentially in conventional desktop implementations. As demonstrated, even more complex
processes like multi-dimensional optimization can
be successfully handled with basic task scheduling
if any cascading and dependent tasks are set up
in ways that allow the proper management of sequencing (Figure 6).
Even though cloud resources need to be accessed through internet connections and the computational resources available in the cloud are consumer grade rather than high-end, cloud computing
is advantageous whenever massive parallelization
of tasks can be utilized. In the case of MDO using
GAs, it is obvious that the individuals in a generation
can be processed in parallel leading to acceleration
of the process by approximately the population size.
In addition, any analysis processes included in the
MDO job could be processed in parallel, leading to
additional time savings depending on the number
and length of the analysis processes.
The cascading nature of the processes and their
dependency pose a difficult challenge if in contra-

192 | eCAADe 31 - Computation and Performance - Volume 2 - Generation, Exploration and Optimisation

diction to the base premise of virtually unlimited
resources, the computing resources are artificially
limited, e.g. if for an MDO job that includes analysis
tasks fewer compute nodes are allocated than the
population size in a generation. This would cause
an irresolvable deadlock of resources because the
parametric modeling or phenotype processes
would occupy all the available compute nodes and
any remaining phenotype tasks as well as the cascading analysis tasks would be queued up without
any chance of additional nodes becoming available.
If the set up on the cloud permits limitation of the
number of compute nodes additional precautions
need to be put in place to reserve compute nodes
for cascading processes.

FUTURE WORK
With completion of the improved implementation
imminent, use of the system in user case studies is
next. This will also allow benchmarking of desktop
implementation and cloud implementation to assess the impact of parallelization using “virtually
unlimited” resources. Additional work will be documentation and publication of APIs to allow third
party development to add analysis engines and optimization engines, as well as, add-ins for design authoring tools to connect to the optimization framework.
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