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The aim of the paper is to identify parameters that influence perceived urban
density. Whilst it is standard for architects and planners to consider urban
density, there is often no consideration of how individuals might perceive such
density. We report the findings of a study in which participants rate photographs
of urban scenes according to perceived urban density. The case study area is
central Zurich, Switzerland. The images are analyzed according to six
parameters: visibility, amount of buildings, street width, amount of sky, amount of
green space, and amount of vehicles. We report the findings of where images were
ranked along a scale from lowest to highest perceived urban density. Findings
show that visibility alone is not enough to explain the rating of perceived urban
density. The study is a first step towards reaching a definition of perceived urban
density that can be applied to different urban contexts.
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INTRODUCTION
Planning for the densiﬁcation of growing urban settlements is a challenge that was already highlighted
in the ﬁeld of urban planning in the 1970s (Rapoport,
1975; Borukhov, 1978; Jacobs and Appleyard, 1987).
Urban environments that strike a balance between
accommodating a large number of people whilst retaining a pleasant atmosphere are those that are
most likely to succeed (Jacobs and Appleyard, 1987).
Such qualities are reﬂected in comments on the liveability and urbanity of a space (Lampugnani, Keller
and Buser, 2007). Measuring such qualities is desirable to gain an understanding of what it is about certain spaces that lead to a positive experience (Eberle,
Troeger et al., 2014). For the most part, the response

is subjective, that is, it is bound to an individual and
to a context in time.
Whilst it is standard for architects and planners
to consider urban density, there is often no consideration of how individuals might perceive such density. For example, in the planning disciplines it is standard practice to calculate FAR (ﬂoor area ratio). This
is often calculated at project or neighbourhood scale.
However, the way in which the FAR ratio is perceived
will vary from space to space. Whilst the FAR ratio
is a useful index for how a project will ﬁt with the
surrounding urban density, it does not quantify how
people might perceive such density. This is an underdeveloped aspect of research on urban density. We
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aim to investigate this property of urban environments by examining how individuals perceive urban
density.

Previous work
A few studies have examined the topic of perceived
urban density. Whilst early research commented
on the need for work on how urban density is perceived (Alexander, 1988), a recent paper that discusses the concept of density dedicates a section to
research on perceived density and architectural features (Cheng, 2010). One approach in understanding
how individuals perceive urban phenomena comes
from the tradition of psychology. A few studies use
behavioural experiments to examine how individuals perceive urban density. For example, Zacharias
and Stamps conducted two experiments using photomontages to see whether perceived urban density
was aﬀected by i) the size and spaces of buildings
and ii) by surface details (2004). We follow in the behavioural science approach by conducting a questionnaire study in which participants rate the perceived urban density of photographs. Another set
of studies examines to what extent perceived urban
density is related to visibility, measured through the
spatial openness index (Fisher-Gewirtzman, Burt and
Tzamir, 2003; Fisher-Gewirtzman, 2016). Our study
continues from this line of research through the formulation of the research hypothesis, which is that
perceived urban density is the inverse of visibility.
We report the ﬁndings of an initial study aimed
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at identifying parameters that might be relevant for
the perception of urban density. The context of the
study is rooted in the perception of western European cities, speciﬁcally in the context of Switzerland.
We see this study as a ﬁrst step towards developing
a larger research agenda, where i) individual diﬀerences and ii) cultural diﬀerences in the perception of
urban density are taken into account.

Factors inﬂuencing perceived urban density
Based on the literature, we select a few parameters
(1-6 listed below) that we suppose have a bearing
on how individuals perceive urban density. Parameters 2-6 are based on the content of the photographs.
These parameters cover a minimum number of categories that we believe, based on the literature, are
relevant for the perception of urban density. These
parameters are computed using an image segmentation algorithm - see below for more details. Figure
1 gives an example of the results of the analyses conducted per image.
1. Visibility. Visibility is a critical factor for the
perception of space. It relates to the openness of a space. Research has shown that human behaviour in space is related to a formal analysis of the visibility properties of the
space. These ﬁndings come both from the
ﬁelds of architectural analysis (e.g. Turner
2001) and spatial cognition (e.g. Wiener et al.
2007). Studies have also related visibility to

Figure 1
Example of the type
of analysis
conducted per
image. The original
photograph (left) is
analyzed using an
image
segmentation
algorithm (middle);
the visibility
properties of the
image are
calculated from a
depth perception
map (right).
Colouring for the
image
segmentation
algorithm is as
follows: sky (light
blue); buildings
(grey); vehicles
(dark blue); road
(purple); vegetation
(green); people
(red); and traﬃc
lights and posts
(orange).

2.

3.

4.

5.

6.

perceived urban density (Fisher-Gewirtzman
and Wagner, 2003; Fisher-Gewirtzman, Burt
and Tzamir, 2003; Fisher-Gewirtzman, 2016).
We calculate the formal visibility properties of
each image. Speciﬁcally, we calculate the median value of the visibility of each image, as
measured oﬀ the depth perception map (see
Figure 1). Our research hypothesis relates to
this factor. It states that perceived urban density is the inverse of visibility i.e. the further
one can see, the less dense the space is perceived to be.
Amount of buildings. Buildings are a crucial
element of urban density. We adpot a measure that relates to the amount of building
matter per image, as opposed to the number
of buildings, as this is a more reliable measure
to calculate using the image segmentation algorithm. Buildings are shown as grey in the
analysis (Figure 1)
Street width. Street width is one factor that
relates to how much space there is between
buildings, as therefore has a bearing on both
built matter and the openness of the built environment. Streets are shown in purple in Figure 1.
Amount of visible sky. Presence of sky is often
considered to be an inverse indicator of urban
density i.e. spaces that are perceived to be less
dense, have higher amounts of visibility sky.
Sky is represented as light blue in Figure 1.
Amount of visible green space. Green spaces
are often considered by urban planners to improve the quality of the urban environment.
This parameter is visualised as green in Figure
1.
Amount of vehicles. Vehicles are included in
this list of parameters as indicators of human
activity. Again, we use a measure that conveys the amount of vehicles per image, as opposed to the number of vehicles per image, as
this is a more reliable from the image segmentation. Vehicles includes cars, busses, trucks,

trams and bicycles, and shown as dark blue in
Figure 1.
We design a questionnaire study in which the role of
these parameters (1-6 listed above) on perceived urban density is tested. It should be noted that we do
not test for the presence of people, which is a parameter that is often cited in the literature. The reason for
this is that our image sample set (remarkably) did not
contain people (please see more details below). We
therefore did not account for this parameter from the
study. This is a limitation of the study and should be
accounted for in future work.

METHODS
Online questionnaire
We design a study speciﬁcally aimed at identifying parameters that might be relevant for the perception of urban density. The study is an online
questionnaire using the Qualtrics online survey platform (www.qualtrics.com). The survey is an optional
task at the end of the Massive Open Online Course
(MOOC) “Future Cities” course run by the Chair of Information Architecture, ETH Zürich. Respondents of
the questionnaire are students of that MOOC.

Task
During the questionnaire participants view two photographs of urban locations and choose which one
is more dense. The question participants respond to
is: “Which location is more dense?” (see screenshot
of task in Figure 2). We gather a basic proﬁle of the
participants through a number of questions pre- and
post- questionnaire. The pre-questionnaire questions are as follows: age; gender; profession/area of
study; where they currently lived; how long have they
lived there; where they were born; where they grew
up; and whether they lived in any other city. The
post-questionnaire questions are as follows: which
factors were important when making their choice;
how they ranked the importance of those factors; and
general feedback on questionnaire.
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Figure 2
Screenshot of the
main part of the
online
questionnaire in
which participants
answered the
question “which
location is more
dense?” when
shown two images
of urban locations.

Case study area
Photographs used in the questionnaire are twelve
stills taken from a 360 degree video of central
Zurich, Switzerland, that had been created for another project (Hijazi et al., 2016). The video shows
the view of a pedestrian on a 1.35km route through
a mixed-use neighbourhood with mostly block typology. Figure 3 shows the case study area. By selecting an existing data source as the source for the
photographs for our study, we are able to tap into a
wealth of existing real-world visibility analyses for the
study locations.

Point cloud
In order to create the depth perception map (see
below) we create a point cloud model of the route
from the 360 degree video. We use a photogrammetry structure-from-motion implementation called
Colmap, with help from the Computer Vision and Geometry group at ETH Zurich. The purpose of the
point cloud is to calculate a greyscale depth image
that a) ﬁts the location and viewing angle of the stills
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from the 360 degree video and b) includes street furniture such as trees, cars, benches, hedges that are
not included in the most detailed 3D model of Zurich
available. Also, deriving a 3D model from the footage
allows to the best possible match of 3D geometry
and imagery.
The stereo-view-camera-rig used for recording
the 360 degree video is able to carry fourteen GoPro
cameras in seven directions; two per direction. Yet
the distance of the two cameras facing in the same
direction is too low to compute a 3D reconstruction
at building let alone street scale. Therefore we select images from ﬁve cameras: front, left forward, left
backward, right forward, right backward. We omit
down and upwards views. Images from the original movies are selected at an interval of two seconds
in order to allow for a two to three meter distance
between the location they are taken. Colmap supports a custom image matching mode to compute
the 3D point cloud that matches images based on
a text ﬁle we generated using Python. The Python
script matches those images that depict the same ob-

jects. To achieve that we match rear facing images
with front facing images from diﬀerent times. Apart
from that many semi-automatic adjustments need
to be taken to compute a correct, contiguous point
cloud. This was important to avoid errors such as:
• streets connecting at wrong angles
• pleated street canyons because of repetitive
façade patterns
• the model being split in many diﬀerent models because the algorithm didn’t recognize
how to connect sub regions of the point cloud
We imported the resulting point cloud to a 3D editor (Blender - www.blender.org) in order to map the
cloud with an existing LOD2 3D model of the neighbourhood. Even though the point cloud had no obvi-

ous errors, it was necessary to adapt the point cloud
manually to the topography: while the point cloud
represents the street canyons on a ﬂat surface the
LOD2 3D reﬂects the topographical height diﬀerence
of c. two meters from over the full extent of the route.
Also, due to computational constraints we calculated
only a sparse point cloud. In Blender every point is
represented as a box with 30cm edge length.
While computing the point cloud from images,
a structure-from-motion algorithm also needs to calculate the position of the camera for the individual
images. The result of Colmap therefore not only contains points representing the facades but also a category of points representing the camera locations.
This allows for the camera positions of the source images to be mapped exactly to the 3D model - tak-

Figure 3
Case study area
(left) and
representation of
the route (route) of
the video in Zürich
Wiedikon, used in
Hijazi et al. (2016),
from which the
photographs of this
study are taken.
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Figure 4
Screenshot in
Blender of the point
cloud model we
created using a
photogrammetry
structure-frommotion
implementation
called Colmap, to
calculate the depth
perception map for
the visibility
parameter.

ing into account the same topographical distortion
as described above. While for the 3D reconstruction
process it was necessary to select stills every two seconds, for the survey we select stills every ten seconds.
This results in a spatial distance of camera locations
of ten to 15 meters which corresponds to the typical
width of a building on the route. To allow for further
detailing of the image selection process we imported
stills from the 360 degree video and mapped them
on spheres (see Figure 4). This allows us to move a
virtual camera inside such a sphere similarly as e.g. in
Google Street View. Furthermore, this allows to implement a rule based rotation of the cameras as described in the following section. We use Kolor’s AutoPano software (www.kolor.com) to merge the individual movies to a 360 degree movie.
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Input Images
The identiﬁed c. 100 locations along the route are set
at a ten seconds interval along the route. The process of selecting the ﬁnal images involved a number
of steps:
• select images that have a 40 degree deviation to the road. With a view angle of 90 degrees this results in 170 degree coverage of
the street and its context
• If at a location the road turns more than 54 degrees (0.3 x pi) images are selected to match
the bisection of the road segments
• remove images that face a wall (ie. meaningless for the study)
• remove images that are too blurry (the blurriness is a result of the video stitching process)

After these steps, there are 86 possible images in the
stimulus set. As the experimental design calls for
c.10-15 images, we select images that are high (max)
or low (min) for each of the six parameters identiﬁed
above. Thus we have a set of twelve input images
(see Figure 5).

Analysis of images
The photographs are analysed according to the six
parameters (1-6) listed above (see Figure 1).
Depth perception map. Parameter 1 (visibility) is
computed from a depth perception map created for
the study (see Figure 1). We want to calculate visibility measures based on what was actually seen, so we
create depth perception images based on the point
cloud model (see description above). This depth
perception image shows the visibility of each pixel
from a range of black (close to the viewer) to white
(far away; max depth is set by point cloud model at
200m). We use one value as our visibility value: median grey pixel value. Note that the result would have
been diﬀerent, had we simply used an existing 3D
model.
Image statistics. Additionally we analyze each image for properties of luminosity, contrast, and r/g/b
values.
Image segmentation. Parameters 2-6 are computed
using an implementation of the Cityscapes image
segmentation algorithm (Cordts et al., 2016) tailored
for our research question. The Cityscapes image segmentation algorithm allows for the detailed automated classiﬁcation of items in an urban scene. We
use seven classes for our study, corresponding to parameters 2-6 listed above, with the addition of people (red) and traﬃc lights/sign posts (orange). Figure 1 shows the classes (and corresponding colours)
used by our implementation of the image segmentation algorithm. In a subsequent step, we use a pixel
counter to calculate the values per image for each of
the parameters 2-6 listed above. The ﬁnal values used
in the analysis are normalised from 0 to 1.

Experimental design
Each participant views all possible comparisons of
every photograph paired against every other photograph (see Figure 2 for screenshot a of the task).
This full pairwise comparison experimental design
allows for a detailed analysis of the relative importance of each factor on the perception of urban density. The total number of choices each participant
makes is based on the following formula: 0.5*n(n-1),
where n is the number of stimuli. To enable this experimental design, it is optimal to have a small number of input images (c.10-15 images), so as to keep
the questionnaire to a desirable length (ie. to avoid
loosing participants who started but did not complete the questionnaire). We opt for twelve input images (see above), so that participants make sixty six
choices. The output of the experimental design is to
rank the images according to how relevant they are
for the perception of urban density. Note that the relatively low number of images used is a limitation of
the study.

Analytic methods
Analysis of the pairwise comparison method leads to
a ranking of preferences for each participant for the
stimulus set. This ranking is based on the preference
score for each participant for the stimulus set, that is,
how often they preferred one image over the other
according to the criterion of perceived urban density.
The rankings of all participants are aggregated into
a rank matrix. The ﬁnal rank per image cited in the
results section is an equal-spaced ranking from most
dense to least dense.

RESULTS
Results are based on the initial ﬁndings from the
questionnaire. As the study is on-going, only the initial ﬁndings are reported here.
190 participants from 58 diﬀerent countries took
part, of which 123 were male; average age was between 18-30 years old. The pre-questionnaire collected information on the city and country where
participants were born, where they grew up, where
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Figure 5
The 12 images
shown in the
questionnaire. Each
image has either
the highest (top
row) or lowest value
(bottom row) for
each of the 6
parameters. The
columns are
ordered as follows,
starting from the
left column:
amount of building;
road; sky; green;
vehicles; visibility.

they currently live, and whether they lived in any
other cities. We are thus able to create a basic proﬁle
about the cultural background of our participants.
Participants came from a myriad of cities of diﬀerent
sizes. The largest group of participants currently live
in India (19 participants); all of them were also born
there and grew up in India. We also had a large number of participants (9 or 10 participants from each
country) from Brazil, Switzerland, Mexico and Spain.
The only country for which there were a considerable number of participants from any one city was for
Zurich, Switzerland. A large number of participants
(56 participants) reported living in a diﬀerent country
to the one they were born, having changed country
only once.
The main ﬁnding of the study is the rankings of
the images relating to perceived urban density (see
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Figure 6). The minimum and maximum values of the
six parameters (1-6 listed above) is ranked along a
scale from lowest to highest perceived urban density. Figure 6 represents the results graphically along
a horizontal scale from lowest (left) to highest (right)
perceived urban density; the maximum and minimum of each parameter is shown above and below the central line respectively. The rankings show
that visibility alone is not enough to explain participants’ judgements of perceived urban density. Our
research hypothesis stated that perceived urban density is the inverse of visibility; the ﬁndings do not
support this hypothesis. Rather a number of factors
seem to be at play. The parameter that is considered to lead to lowest perceived urban density is the
amount of sky. The parameter that is considered to
have the highest perceived urban density is amount

Figure 6
Rankings of the
factors tested in the
pilot study. The 12
images are
categorized as
having a high or
low value for the six
tested parameters
(1-6 listed above).
The ﬁgure shows
the results of the
ranking of the
images according
to perceived urban
density along a
linear scale (grey
line) from lowest to
highest perceived
urban density.
Images which have
a high value of a
parameter are listed
above the grey line;
images that have a
low value of a
parameter are listed
below the grey line.

of vehicles. There is no evidence to suggest that the
variation of any individual parameter accounts for
changes in perceived urban density. That is, the minimum and maximum value of any single parameter
do not feature at the extremes of the scale shown in
Figure 6. This suggests that perceived urban density
is best explained by looking at a combination of factors. More work is needed to be able to shed light
on which combination of factors are the most relevant when making judgements on the perceived urban density of locations.
Findings from the post-questionnaire give an insight into factors that participants thought were important when making their judgements. Participants
report four factors, almost in equal proportion, to be
the most important when making their judgement:
number of visible buildings, building height, visibility, presence of green spaces. The number of visible
buildings is reported as being the single most important factor when judging the perceived urban density of an image. This corresponds to existing knowledge in the ﬁeld of urban planning, which emphasises the importance of built matter on urban density.

DISCUSSION
The paper presents a study designed to identify parameters that might be relevant for reaching a deﬁnition of perceived urban density. The initial results
of an online questionnaire are reported, in which
190 participants made preference judgements according to which location they thought was more
dense, when viewing two images. The case study location is Zurich, Switzerland. Thus any ﬁndings we
report are tied to this content. It is our intention to
repeat this study for a greater number of cities, in order to be able to account for cultural norms across
the world. The stimulus set is comprised of twelve
images from central Zurich. The small sample size facilitated a strong experimental design, and a questionnaire length that was voluntarily completed by
a large number of participants; however it is also a
limitation. Future work will seek to address this issue. Part of the rationale behind using those speciﬁc

locations was to be able to combine the preference
judgements of perceived urban density with detailed
visibility analyses that are being conducted as part
of a related project (Hijazi et al., 2016). This analysis
will allow us to explore in greater depth to what extent perceived urban density is related to properties
of visibility in the environment, and is the subject of
ongoing work.
We show that the photographs which rank as
having the greatest perceived urban density have
high values for vehicles (top rank) and buildings (second top rank). By contrast, the photographs with
high values for sky (lowest) and green spaces (second
lowest) are ranked as having the lowest perceived urban density of the stimulus set. There is no evidence
that low and high values of any single factor determine preference on perceived urban density. The
extent to which any combination of factors can explain the preference judgements is part of ongoing
work. The ﬁndings from the questionnaire are supplemented by participants’ reports of the factors that
they considered to be relevant when making their
judgements. Four factors are rated as most important in equal measures across all participants: number of buildings, building height, visibility and presence of green spaces. These self-reported comments
correspond with participants choices for presence of
buildings and green spaces. On the other hand it is
noticeable that participants report that visibility is an
important factor but this is not reﬂected in the position of high and low values of visibility along the
perceived urban density scale. We hope to examine this phenomenon more in future work. It should
be noted that the visibility parameter computed for
this study is based on a sparse reconstruction of the
point cloud model, thus limiting the precision of the
information in the depth perception map. We aim to
use a high deﬁnition depth perception map, based
on the full reconstruction of the 3D model, in future
work. More work is also needed on the relationship
between the six parameters, and whether there are
any eﬀects on the preference related to the image
statistics of each image.
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Although our results are preliminary, we see merit in
the approach and hope that future work will lead us
towards a working deﬁnition of perceived urban density. We also aspire to be able to account for individuals’ personal preferences also, for example by linking
the preferences to the size of the city in which they
live.
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