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ABSTRACT
Computational synthesis tools that automatically generate solutions to
design problems are not widely used in architectural practice despite
many years of research.This deficiency can be attributed, in part, to the
difficulty of constructing robust building specific databases. New
advances in artificial intelligence such as Hierarchical Temporal Memory
(HTM) have the potential to make the construction of these databases
more realistic in the near future. Based on an emerging theory of
human neurological function, HTMs excel at ambiguous pattern
recognition.This paper includes a first experiment using HTMs for
learning and recognizing patterns in the form of visual style
characteristics in three distinct chair back types. Results from the
experiment indicate that HTMs develop a similar storage of quality to
humans and are therefore a promising option for capturing multi-modal
information in future design automation efforts.
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1. Introduction
Architectural design computing has gone through a number of evolutions
since its initial development in academia in the 1960’s.The primary focus of
many of the pioneers of architectural CAD computing was on the
development of knowledge-based computing software.The designers of early
versions of CAD software saw the computer’s potential as an intellectual
companion to the architect, able to help with the more mundane tasks
associated with the design process.These early CAD software prototypes
included building specific databases that would aid in solving layout and code
issues as the project was being developed. Despite early successes with
knowledge-based software in academia these new forms of design computing
never caught on in architectural practice, in part due to the difficulty of
assembling building specific databases that were robust enough to truly be of
service to the designer [1].A second paradigm of CAD computing, evolving
simultaneously, focused on the use of the computer as a digital replacement
for hand drafting.The emergence of advanced graphic user interfaces, the
evolution of graphic oriented input devices like the mouse, as well as
advancements in printing capabilities, resulted in the second paradigm of
CAD computing becoming the tool of choice in architectural practice [1].
Evolution in computational speed and storage capacity over the past forty
years, as well as current interest in newer forms of building information
modeling (BIM), has caused many of the early knowledge-based CAD efforts
to reenter the mainstream of architectural consciousness.A number of new
knowledge-based computational tools are currently being explored and
proposed for the architectural realm; the emergence of BIM tools is
indicative of this next evolution.These tools promise a new paradigm in
architectural practice in which our computer systems no longer simply act as
unintelligent replacements for hand drafting, but instead become intelligent
design companions that help guide architects through an increasingly
complex design process.
The ability for these emergent design computation tools to perform
effectively and therefore enter mainstream architectural practice relies on
their continued evolution with respect to artificial intelligence and database
management [1].Within the Artificial Intelligence community relevant
research has been performed to enable computational systems to reason
using ambiguity for decision-making, robotic control, or design reuse.
Concepts such as fuzzy logic [2], case-based reasoning [3], and rule-based
systems such as shape grammars [4] use the capability to match a source
example to target problems to reuse knowledge or determine the
applicability of a rule. A new form of artificial intelligence that excels where
some of the aforementioned systems have failed is Hierarchical Temporal
Memory (HTM). HTM’s are a form of artificial intelligence which are more
proficient than previous systems at ambiguous pattern recognition. Based on
an emerging theory of human neurological function, they can solve problems
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that traditional computing systems find difficult or impossible [5].The
potential for HTM’s to recognize objects (specifically in the architectural
realm the recognition of plan, diagram, form, wall, door, etc.) foretells the
vast possibilities for how it may aid in the process of database building and
object recognition within a design setting.This new intelligence could have a
tremendous impact on architectural software and consequently the design
process itself.This study includes a first experiment using chair back profiles
to test HTMs for their ability to learn and recognize object shape and
quality and compares the results to an identical test given to human
subjects. Based on the results of the experiment an inquiry is made as to
the potential impacts of HTMs on architectural practice and production.

2. HTM systems
Hierarchical Temporal Memory is a new type of artificial intelligence
developed by Numenta, Inc. whose algorithmic structure emulates the
structure of the human neocortex [6]. One of the primary advantages of
HTMs is that they excel at ambiguous pattern recognition, which means
they have the potential to solve problems which conventional computing
systems cannot. HTMs have yielded positive results in traditional ambiguous
problem areas within the computational realm such as semantic text
analysis, fraud detection, and machine vision [7].
Unlike traditional programming methodologies HTMs have both a
training and an inference mode and are trained on input data. During the
training mode the HTM analyzes an image to find specific patterns and
shape information in space.These patterns and shapes are arranged in a
hierarchy (Figure 1) based on their relationships in space and time. By
identifying vector information and sending it through a spatial pooler the
HTM can compare similar fragments of visual information in the form of
vectors. Each unique vector is categorized by the HTM as a “coincidence”; a
coincidence is a unique shape within the context of the overall image. If
in this process the identified vector is similar to a vector that has already
been through the spatial pooler then the HTM labels it as another coincidence
of the exemplar vector. If the HTM does not recognize the vector then it is
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" Figure 2. Nodal Hierarchy.

put into a separate category and considered a new coincidence. Once this
process is complete for all vectors in a single image the unique categories
are then sent to a temporal pooler. (Figure 2)
The temporal pooler identifies patterns in time within the given image
and receives category data from the spatial pooler in the sequence that the
spatial data was identified.The sequence data is then evaluated by the HTM
for coincidences, similar to the spatial pooler evaluation described above.
Once the temporal coincidences are identified and categorized they are
then disseminated up the nodal hierarchy. Each level of the hierarchy
represents higher levels of complexity of object recognition. By the time the
information reaches the top most nodes in the hierarchy the HTM has an
invariant understanding of the problem data as a unified whole.This final
categorization, which is comprised of all information from the lower and
intermediate nodes in the hierarchy, is then used for Inference.The process
of Inference is an attempt by the HTM to identify novel data from the same
category as the training data. A remarkable attribute of the HTM which sets
it apart from many previous pattern recognition systems is its ability to infer
particular matches from highly ambiguous data.
For example, if one were to train an HTM on images of a cow’s entire
body in a standing position and then run inference on a series of images
that show the cow lying down or with its body partially obscured behind a
barn, the HTM would still be able to recognize the figure in the image as
“cow”. Because the HTM still recognizes numerous spatio-temporal pattern
matches between the training data and the novel image it is able to identify
“cow” through probabilistic analysis.The system assumes, just as a human
would, that if the patterns that make up the front of the cow are present in
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the image, then the patterns that make up the rear of the cow must be
present but obscured by another object in the image.
During the process of inference the HTM draws from all levels of the
hierarchy, not just the higher level nodes.This allows the HTM to store the
underlying patterns that represent cows in all situations from a limited set
of input data containing cows in limited situations.The categorized patterns
form a model of quality that the HTM uses to define “cowness”.Through
the process described above the HTM stores underlying information about
patterns that exist in space and time similar to the storage method of the
human neocortex.
Though HTMs have many similarities to previously developed Neural
and Bayesian networks, they differ in their ability to recognize and store
spatially consistent data temporally within a hierarchy [8].This distinction
allows the HTM to build a robust and constant model of the input data and
compute with high levels of ambiguity; a characteristic that most Neural and
Bayesian networks do not share [9,10]

3.The chair back experiment
Because HTM is thought to emulate human neurological function, the chair
back experiment was designed to test the ability of the tool to identify chair
back shapes from three different designers and compare the results to the
same test given to a group of architecture students.To accomplish this we
provided both the HTM and architecture students with an identical training
and testing set. A comparison of qualitative statements provided by the
students with the output data provided by the HTM revealed a strikingly
similar success rate in determining a categorization of the individual chair
backs.The results of the experiment indicated that HTMs can recognize
ambiguous data, an important characteristic for future use of the system in
design automation applications.
To conduct the experiment we selected six chair backs from Charles
and Henry Greene, George Hepplewhite, and Gustave Stickley, that best
represented each of their oeuvres.We converted the designs to black and
white silhouette images in an effort to simplify the training and testing data.
We then conducted our own visual analysis, in the form of descriptive
statements, before undergoing the HTM trial.This was an attempt at
outlining the visual relationships between the three chair back types from a
human perspective prior to being influenced by the HTM tool. (Figure 3)
In comparing the three chair back types several visual distinctions were
made.The Hepplewhite backs were thought to have a more unified
appearance because of the merging shapes of the various members.The
Greene and Greene backs shared some of these qualities, but to a much
lesser extent than in the Hepplewhite examples, while the Stickley backs
were formed in a way that opposed any sort of member unification or
shape merger.The Hepplewhite examples were by far the most ornate of
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" Figure 3.Training images.
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the three chair back types, both in the overall shape of the perimeter and in
many of the profile edges.
The Greene and Greene chair backs shared some of these qualities but
to a much lesser extent.The Hepplewhite examples used the vertical as an
ordering mechanism but both the Stickley and Greene and Greene backs
had a much stronger vertical emphasis. Both the Stickley and Hepplewhite
chair backs have a bottom rail, more clearly defined in the Stickley example,
while in the Greene and Greene backs no bottom rail was present.
Based on this visual study of the three chair back types it was determined
that the Hepplewhite chair backs were easier to distinguish as a separate
type, whereas a distinction between the Stickley and Greene and Greene
chair backs proved more difficult. It was further determined that the Greene
and Greene chair back is more closely related to the Hepplewhite back than
are the Stickley backs.This is due to the curved edges and occasional
decorative motifs. Upon completion of this visual study we were ready to
conduct the HTM trial.

3.1. HTM trial
To conduct the experiment we trained the HTM on the chair back silhouettes.
To accomplish this we captured each chair back as an image file and
uploaded them into the Numenta Vision Toolkit.Three images of each chair
back type were used for training and three novel images of each chair back
type were used for testing. (Figure 3) Once the training images were
uploaded into the training folder, and given the proper name designation
based on the name of the chair back designer, the Numenta Vision Toolkit
scanned the images to find coincidences. Once trained, the system was then
tested on the novel set of chair backs from the same designers using a
similar process. Upon completion of this process the HTM delivered a belief
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distribution that included a first best guess, followed by a second and third
guess. Figure 4 is an example of the belief distribution provided by the HTM
as it runs inference. As seen in the upper right bar graph of this figure the
HTM tool is fairly certain that the image being tested is a Hepplewhite chair
back and has a much lower amount of confidence that the image fits in the
Stickley or Greene and Greene category.The provision of the belief
distribution by the HTM became helpful for us in our later comparison with
the results from the architecture students.

3.2. Human survey
For the purpose of the human portion of the study we chose architecture
students from the University of Idaho College of Art and Architecture.
Architecture students were chosen because of their training in visual
language which we believed would help them make qualitative assessments
that could be useful to the overall study. Because the HTM tool had no
prior knowledge or understanding of the chair backs being studied we made
sure that the students who were surveyed did not possess this knowledge
either.
The students were given a training set that included six chair back
examples that were identical to the set uploaded into the HTM.They were
asked to make a limited number of qualitative statements about the
158

Frank Jacobus, Jay McCormack and Josh Hartung

# Figure 4. Inference on
Hepplewhite 4.

" Figure 5. Results of the
experiment.

identifiable characteristics present in each of the chair back training images.
Once the training portion of the survey was complete the students were
tested on a new set of unidentified chair backs and were told only that the
chair backs fit into either the Hepplewhite, Stickley, or Greene and Greene
category.The goal of the testing portion of the survey was to discover how
accurately the human subjects could identify each of the chair back types
when no indication was given as to their specific categorization.The
students were asked to identify a first best guess, and a second and third
guess to match the HTM belief distribution structure.This information
could then be compared to identical information from the HTM testing and
training experiment.The following is a presentation of the training and
testing results for both the HTM and the Humans surveyed (Figure 5).

4. Results of the experiment
4.1. HTM results
The HTM was trained on six images of each chair back style, for a total of
eighteen images.The HTM was then tested on a novel set of eighteen chair
back images and was able to place thirteen of the chair backs into the
correct category. (Figure 5) When stylistic features were consistent between
the testing and training data, the HTM had a high level of certainty as to
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which chair back style was present in the image. Of the three chair back
types, the HTM had the most difficulty making a distinction between the
Greene and Greene and the Stickley chair backs.This wasn’t unexpected as
we had chosen Stickley and Greene and Greene chair backs in part because
of their stylistic similarities.The visual analysis that we conducted prior to
the HTM test also indicated, based on human perception of the three chair
backs, that this might be the case.The HTM placed Greene 6 in the Stickley
category with a high degree of certainty and also displayed a high degree
of certainty involving the Hepplewhite chair backs in almost every case.
Overall, when stylistic features were consistent between the testing and
training data, the HTM had a high level of certainty as to which chair back
style was present in the image.

4.2. Human results and discussion
In order to validate our study of the similarities between HTMs and human
neurological function we structured the human survey in a way that
emulated the function of the computational model. In the human survey
students were asked to provide descriptive statements about the chair
backs that justified their guesses.These descriptive statements acted as the
primary means for visual chair back categorization.The students used the
descriptive statements as a guideline to identify similar visual characteristics
during testing which helped them determine into which category the
individual chair backs fit.
When trained and tested on identical chair back data the architecture
students performed at the same level as the HTM. Similar to the HTM, the
students placed Greene 6 into the Stickley category and all but one student
placed Stickley 5 into the Greene category which is also where the HTM
placed it. One of the five students surveyed placed Stickley 4 in the Greene
category but was the only one to do so.
By allowing the students to use only the category information stored
during training we were able to imitate the HTMs inference process.The
HTMs store invariant information regarding the style of each chair back
category until a sufficient invariant representation is reached.This is similar
to the descriptive statements made by the human subjects except that the
HTMs display their invariant understanding of the chair back styles through
a belief distribution percentage during inference. It became evident through
analyzing the HTM and human inference decisions that the human and HTM
models are very similar.These findings provide a strong basis for future
experimentation with HTMs regarding design evaluation and synthesis.
Though it is encouraging that the experiment indicated many similarities
between recognition processes in HTMs and humans, it is important to verify
that the justifications for each decision were similar. An examination of the
correct and incorrect results from both HTMs and humans, and their respective
justifications, further indicates the consistency between both models.
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4.3. Invariance across all data
Despite high certainty percentages for their first choices by both the HTM
and humans, the two systems often differed in their second choices.The
humans routinely cited low certainty that each chair back belonged to any
second category.The HTM displayed about half the certainty for a second
category and slightly less than half for the third. A minimum certainty across
all choices by the HTM can be attributed to its identification of each object
as a chair back. Meaning simply that there is a consistent geometry between
samples that identifies them all as chair backs; they share a similar scale and
they have a contained, high volume shape that forms the body. Accordingly,
the machine displayed a more uniform belief distribution across the three
categories.

4.4. HTM versus human invariance
One human subject placed Stickley 5 correctly, citing the following
descriptive statement defining the Stickley style:“2 connection points at
bottom outside edges”.This was the only subject who identified this stylistic
property. Significantly, the subject made an almost identical statement
characterizing the Hepplewhite style.This was the only statement that was
common to both Stickley and Hepplewhite categories in the subject’s survey.
The HTM placed all the Hepplewhite testing samples into the correct
category, but the second choice for Hepplewhite samples was consistently
Stickley.Therefore, they both share common stylistic elements.This was
consistent with the statement “2 connection points at bottom outside
edges” made by the human subject.The Greene training samples do not
possess that stylistic feature. It is reasonable to assume that the HTM made
a similar justification to the human when making its second choices.
This assumption is further validated by the HTMs response to Stickley 5
(Figure 5).The major defining characteristics of that chair back are a taller
aspect, ample empty space contained within two prominent vertical
members, horizontal members across the bottom, and two connection
points at the bottom outside edges.While every category exhibits at least
one of those features, it is clear that Stickley and Greene are the only
categories that have only two connection points.Thus the machine placed
them with nearly equal certainty in a decision that was analogous to the
human subject.

4.5. Lacking an attention mechanism
Despite their similarities, the HTM lacks an attention mechanism, and so is
not a fully realized model of human neurological function.When defining the
style of Hepplewhite, the human subjects overwhelmingly cited the distinctive
“shield shape” of the outline and the curvilinear nature of the design. During
inference, subjects had no difficulty correctly identifying the Hepplewhite
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chair backs.These two stylistic elements of Hepplewhite are so predominant
that they cause fixation, demanding the full attention of the subject. In
statistical terms the attention mechanism represents the weighting of
selected patterns, making those patterns more influential when performing
inference.
The lack of an attention mechanism in HTMs hampers their performance
in situations that humans would find unambiguous. Instead of fixating upon
dominant features, the system considers the more minor attributes as
equally important. In the case of Greene 4 (Figure 5), the system considers
the ornate center section and large amount of negative space to be
indicative of a Hepplewhite. It does not have the ability to focus on the lack
of a “shield-like” outline or curvilinear features to remove the Hepplewhite
category from consideration.The future development of attention
mechanisms by Numenta, Inc. would greatly increase the robustness of
pattern recognition in less ambiguous situations.

4.6. Quality evaluation
Validating the model of quality stored by the HTM as consistent with the
human provides a basis for use of the HTM in evaluative capacities.
Computationally, the belief distributions that are derived from inference can
be interpreted as an amount to which a certain instance conforms to a
broad archetype. For instance, Greene 6 was physically created by designers
Greene & Greene, but placed in the Stickley category by the HTM. It was
confirmed by the human survey that Greene 6 is more stylistically
consistent with the Stickley category.Thus the HTM recognized that the
sample conformed more to the Stickley archetype than to the category of
its designers Greene & Greene.
In an architectural context the HTM could be trained on designs that
are known to be of high quality by human designers and inference could
be performed on novel designs. The results of inference would then
display the amount that the novel designs conformed to an archetype
known to be of high quality, allowing the HTM to act as an automated
quality evaluator using the same process employed in this experiment
with chair backs.

5. Future work
This first step toward a general design automation tool lays the groundwork
for an expansive investigation into the digital storage and categorization of
visual quality and how these attributes can be used to build knowledge
databases for use in the architectural realm. By correlating human and
computer results of image categorization we were able to validate the
HTMs storage of stylistic information as comparable to that of a human.
Additionally, the experiment yielded four major findings with respect to
Hierarchical Temporal Memory:
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•
•
•
•

When given consistent training data, both HTM and human inference
results are accurate and closely aligned.
The HTM not only learns patterns that exist within a set, it learns
patterns that exist between sets.
An attention mechanism is essential for the HTM to properly interpret
highly distinctive features.
The HTM can classify objects only through data that was perceived
during training, not through extraneous information.

Future work must also include the addition of multi-modal input data
in order to validate the system for real world design evaluation. In this
experiment we limited the scope to simple grayscale images for purposes of
validating the model with humans. Real world problems feature complexities
that also contribute to their quality such as scale, material, color, and even
product function.
In this initial experiment we chose to use a framework for the HTM
specializing in image recognition, but the system is in no way limited to
visual pattern recognition problems. Almost any data that has temporal
consistency can be interpreted by the HTM. Currently other versions of the
system are effective at speech recognition, objective character recognition,
machine vision, and even statistical trend analysis. In future experiments
related to the architectural realm we will test the HTMs ability to recognize
more subtle design tendencies and characteristics, its ability to recognize
the work of particular designers, and its capacity for plan and diagram
recognition related to building type.The digital storage and categorization of
object characteristics is a first step toward constructing more robust
knowledge databases that will form the foundation for future knowledgebased architectural computing tools. Beyond Hierarchical Temporal
Memories use as an information gathering device, a longer term goal should
include its use in general design synthesis situations, where it can leverage
multi-modal analogical data to create new designs that build off of existing
ones. Advancements such as HTM indicate a changing paradigm in
architectural practice in which the computer takes on the role of design
companion.
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