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Digital design processes are increasingly being explored through the use of 2D 
generative adversarial networks (GAN), due to their capability for assembling latent 
spaces from existing data. These infinite spaces of synthetic data have the potential to 
enhance architectural design processes by mapping adjacencies across multidimensional 
properties, giving new impulses for design. The paper outlines a teaching method that 
applies 2D GANs to explore spatial characteristics with architectural students based on a 
training data set of 3D models of material-labelled houses. To introduce a common 
interface between human and neural networks, the method uses vertical slices through the 
models as the primary medium for communication. The approach is tested in the 
framework of a design course. 
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INTRODUCTION 
In recent years, the interest in finding the role of 
machine learning in architectural design processes 
has increased drastically. However, as the book, The 
Routledge companion to artificial intelligence in 
architecture highlights, ”using AI in architecture is 
complicated”. It argues that the complex three-
dimensional spatial problems that architecture 
confronts us with make the role of artificial 
intelligence in architecture and design practice a 
matter of debate (As and Basu, 2021). While artificial 
neural networks (ANN) are often favoured for their 
ability to generate fast outputs, they also provide us 
with new spaces of features, assembling unknown 
patterns and connections based on the data they are 
trained on. By communicating with these spaces - 
feature spaces, solution spaces, embedding spaces 
or latent spaces - it is possible to address 
architectural issues that cannot be adequately 
addressed within the current computational 
paradigm (Marinčić, 2019).  

However, as N. Marincic discusses in his book 
Computational Models in Architecture, current 
computer graphics, and thus design in digital space, 
are limited to the simulation of a Euclidean 
paradigm. In terms of model thinking, computer 
graphics are recreating a world where geometrical 
axioms are considered to be the absolute truth. In 
contrast to that, artificial neural networks are models 
operating in a space that is not confined by 2 or 3 
spatial dimensions and do not aim to mimic 
objective reality (Marinčić, 2019). While John Gero 
agrees that artificial intelligence has valuable 
capabilities in representation, reasoning, vision and 
natural language processing, he also stresses its 
limited ability to create designs by framing and 
reframing ideas (Gero, 2021). 

The observation of these contrasts raises the 
question of how ANNs can be used in the design 
process in ways that not only utilise them for the 
simulation of the objective reality but to enhance 
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abstractions, probabilities and spectral qualities for 
the production of possible, new design solutions. 

Research topic 
The broader scope of this research is to explore and 
integrate ANN-driven workflows into architectural 
design education. While machine learning 
increasingly appears in studio briefs of architecture 
and design schools, our aim is to highlight its 
potential for creative imagination and develop a 
conceptual modelling framework that allows to 
embed it in a meaningful and controllable manner. 
Concept models are understood in this context as 
tools for materialising and communicating early 
design ideas. They are the “reservoir” of possible 
effects that can be achieved through a certain design 
technique (Rutzinger and Schinegger, 2019) while 
representing formal and spatial characteristics to 
define design intentions. Due to the non-
deterministic nature of concept models, they 
provide an ideal platform for exploring dialogues 
between the high-dimensional latent spaces of 
ANNs and low-dimensional computer graphics.  

Since most of the current ANN-based design 
implementations evolve around image-based 
solutions, architectural drawings have been a major 
tool for teaching design knowledge to neural 
networks (Chaillou, 2019; del Campo and Leach, 
2022; Dillenburger, 2016; Zhang, 2019). The two 
main architectural drawings, plans and sections, 
offer similar representational conventions between 
mass and space. While the horizontal division of a 
plan cuts primarily through walls, not floors, sections 
are capable of showing cuts through both, while 
organizing space in relation to material systems and 
tectonics (Lewis et al., 2016). Serial transsections, as 
described by Greg Lynn in Probable Geometries 
(Lynn, 1998), offer a rigorous system of 
measurement to describe three-dimensional forms 
with mutable programs and spaces in a stack of 
images, similar to the results from tomography. 

Through a technique called latent walks, ANN 
has the ability to create stacks of images that, in a 
similar way to tomography, record a journey 

through its learned vocabulary. The resulting 
sequence of images gives an idea of the structure of 
the latent space, similar to how a section gives an 
insight into the structure of a building. 

Related work 
Several research projects and design courses are 
aiming to explore the latent spaces of artificial neural 
networks as a design tool. Mathias del Campo has 
been running several design courses 
in recent years with a focus on design methods 
through machine vision and -hallucination (Del 
Campo et al., 2020). In his design briefs, 2D 
StyleGans, trained on images of spatial structures are 
used for the discovery of hybrid patterns. With 
his students, del Campo aims to discover the 
creativity of synthesised knowledge an AI can 
provide through style transfer for architectural 
design. 

A rather different StyleGan application for 
architecture is discussed by the thesis of Stanislas 
Chaillou, published in 2019. In his research instead of 
“the hallucination” of StyleGans, the focus is on the 
search for targeted answers in the feature space. His 
trained networks are suggesting floor plan layouts 
fitting with the inputted boundary shapes. By 
training on a large number of colour-labelled floor 
plans, highly specific spatial knowledge is gained. 
His findings are currently applied in the early stage 
planning application of Autodesk, developed by 
spacemaker.ai (Jeffrey Landes et al., 2020).  

While the implementation of GANs, mentioned 
above, are mainly concerned with the generation of 
individual images, the research project of Hang 
Zhang (Zhang, 2019) investigates the latent space as 
a database for the construction of 3D models. His 
networks are trained on 2D slices of architectural 3D 
models which after training are capable of being 
reconstructed in the form of a series of black and 
white images. In his research, Zhang presents a 
meshing method that turns latent walks of artificial 
networks into volumetric 3D models of architecture. 
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Goals and objectives 
In this paper, we present a teaching method where a 
2D StyleGan image generating workflow is 
implemented in an architectural concept modelling 
process. In contrast to traditional design methods 
that often start from pre-fixed criteria such as 
program, location, etc., in the proposed design 
framework we follow four key steps supporting us in 
the utilization of ANN to design: collection, training, 
interaction and reconstruction. By applying the 
proposed method in a design course, the aim is to 
explore how students can teach spatial features to 
an ANN while interacting with it to create new 
design solutions. 

METHODOLOGY 
The method framework consists of four distinct 
steps: collection, training, interaction, assembly and 
is split between a technical and pedagogical 
approach. Where the technical steps detail how 2D 
Stylegan latent walks are deployed as a tool for 
producing 3D models with spatial attributes, the 
pedagogical approach  focuses on establishing 
design agency within the process to support the co-
creation of new architectural ideas through the 
production of new houses (Figure 1).   

By borrowing the slicing technique from Zhang, 
in the first step, we focus on assembling a dataset of 
colour-labelled architectural section drawings, with 
the notated material distribution. The resulting 
collection of images becomes the main characters of 
spatial alphabets, ready to be "learnt" both by the 
students and the artificial network. Once the 
network is trained, its latent space is organised 
according to the spatial semantics that is defined by 
the selected subset of the collection. In the third 
step, students are asked to interact with the trained 
network through the curation of its generated 
outputs. To link the created latent spaces with digital 
modelling environments, in our course students 
explore the embeddings of GANs by using point 
cloud representation. 

 
 

 
 

 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 

Collection 
The collection of architectural data is achieved 
through the modelling of sixty famous architectural 
houses spanning 500 years of architectural history 
(Figure 2). The houses were chosen for their 
similarity in scale and relative complexity, while their 
reputation highlighted their architectural 
significance. Each house is modelled as a collection 
of 3D solids according to the available published 
documentation. Furthermore, the various solids are 
coloured according to their materiality, encoding an 
additional spatial attribute within the assembled 
data. The resulting compositions of coloured solids 
describe spatial concepts through labelled material 
distributions, each with a similar level of detail and a 
fully modelled interior. 
 
 

Figure 1 
Methodology 
framework 
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Since the assembled data consists of digital 3D 
models, a transformation is needed to make the 
information and knowledge embedded available to 
a 2D StyleGan network. This transformation from 3D 
to 2D was accomplished through a sequential slicing 
of each model (Figure 3) into a series of coloured 
sections. The number of images from each model is 
dependent on the slicing direction and interval; in 
our case, the x and y directions were chosen, and an 
individual slicing distance was set for each in order 
to produce 400 images, resulting in an equal weight 
between them. The outcome is a stack of images at 
1024x1024 pixels each, depicting a fragment of the 
relationship between mass, void and material 
distribution within the original house. 

Through the remodelling and subsequent 
slicing of the houses, the aim is for the students to 
gain an understanding of the spatial organisation 
and architectural language within them, and how 
this knowledge is depicted within a coloured 
section. This is assisted by researching the idea 
behind the houses and their individual architects.  

Training 
To train an artificial neural network on the sliced 
sections, a StyleGan is used. StyleGan stands for Style 
Generative Adversarial Network and was originally 
developed by (Karras et al., 2019)at Nvidia Labs. The 
purpose of a StyleGan is to train and learn from input 
images and produce its own fake images back. These 
artificial neural networks have shown a remarkable 
talent for producing synthetic results that appear 
eerily similar to the data on which they were trained 
(West and Bergstrom, 2019). There are a plethora of 
different StyleGans and platforms that make the 
training easy and accessible. For our setup, we 
utilized Google Colab and RunwayML together with 
the base repository for StyleGan2 Ada from Nvidia 
(Hellsten and Karras, 2022).  

Through a virtual flea market, students 
exchanged and collected a dataset of at least 1600 
images from four houses based on their own 
preferences. This allowed them to compose an 
individual design bias, on which they could train 

Figure 2 
A subset from the 
collected dataset 

Figure 3 
Sequential slicing 
into images 
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their own StyleGan2 network. By defining a bias, the 
students could establish the domain of possible 
design solutions that the network could 
accommodate, and thus reinforce characteristics or 
spatial knowledge they desired.  

The networks were trained at a resolution of 
1024x1024 and it was done through transfer 
learning, by training on top of the FFhQ-10k dataset 
at the same resolution (Hellsten and Karras, 2019). 

Interaction 
Each of the trained networks has mapped the 
learned spatial semantics from the dataset into a 
latent space. Although the overall structure of such a 
space is hidden from us due to its high 
dimensionality, it can be traversed by interpolation 
between features, called latent walks. Through these 
walks, the structure of the latent space is explored 
and its embedded knowledge can be 
communicated. 

To facilitate this communication, students pick 
various features (images) produced by the network 
and generated a linear interpolation between them 
(fig selection interpolation). Through ordering and 
selecting images, the students act as directors and 
selectively explore the learned spatial semantics 
while exposing their internal relationships. Each of 
these walks results in a continuous sequence of 
images that are informed and co-created by their 
individual design choices and the artificial neural 
network. A sequence that brings the fragments of 
the houses into a new relationship through the 
semantics of the latent space. 

Assembly 
In order to construct a 3D representation from the 
image sequences that were produced through the 
latent walks, a point cloud representation is used. 
Initially, each image is sampled into a point grid with 
an adjustable resolution. The colours from the 
images are transmitted to the points while we cull 
away everything that is unlabeled. By reversing the 
sequential slicing and arraying the image sequence 
along a vector, a point cloud structured in a localised 

grid was created (fig concept cloud). The resulting 
3D point cloud is seen as a concept cloud, a spectral 
entity with an adjustable resolution that 
communicates spatial relationships between the 
fragments of data. These concept clouds 
communicate rhythms of mass and void and the 
material distribution within a new house. 

To transform the concept clouds into a 3D model 
of a house, the students were asked to freely 
interpret the resulting concept cloud using the 
gained knowledge and existing modelling 
techniques, and tools to create a new house. 

 
 
 
 
 
 
 
 
 
 
 

 

RESULTS 
The outlined framework was tested during the 
course of a semester with 60 students, where each 
student ended up with a new design for a house. 
Initially, every student was tasked with the 
remodelling of one existing house with interiors. 
This was in some cases difficult because of a lack of 
accurate information, resulting in an unprecise 
reconstruction. The slicing of the 3D models was on 
the other hand straight forward due to a semi-
automated setup with given scripts through 
Grasshopper. The overall cohesion of the dataset 
also suffered from the students' varied 3D modelling 
skills, and students without prior knowledge 
struggled with this initial step. These problems were 
partly solved by organizing the students into groups 
of five, which encouraged them to share the 
research and remodelling task, while it also provided 

Figure 4 
Concept Cloud 
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a deeper spatial knowledge of the houses within the 
group. The remodelling culminated with a 
presentation, where each group shared their 
understanding of the remodelled houses and their 
architects, establishing a shared spatial knowledge 
repository within the course.     

The training step revolved around a virtual flea 
market to create a unique bias within each trained 
Stylegan network. This allowed the students to 
assemble their own dataset by exchanging image 
stacks of the sliced houses based on their design 
preference for their final house. There was no 
coherent strategy behind how the dataset was 
configured, which meant that some were assembled 
based on relative similarities whereas others focused 
on diversity. A few of the assembled datasets ended 
up having a lot of self-similar images within them, 
which resulted in a collapse during the training of 
the Stylegan. This was in most cases remedied by 
expanding the dataset and deleting some of the self-
similar images. Overall the ability of the students to 
both bias and train their own network was largely 
successful in expanding their understanding of the 
process on a technical level while giving them 
agency and ownership over its “design ability”.   

The interaction step was primarily done through 
the RunwayML interface. This allowed the students 
to explore the latent space of their trained models, 
pick section images they thought were interesting, 
and arrange them on a timeline while specifying the 
time in between. Through this role, they acted as 
directors of the latent walk, guiding the walk 
through a set of key section images. A minimum of 
two section images had to be chosen. The more 
section images the students selected, the more 
predictable the latent walk was. Since there was an 
endless amount of section images to pick from 
because of the nature of latent spaces, it felt quite 
overwhelming and difficult to find the right ones. 
Similarly, the more section images that were 
selected, the more the generated latent walk acted 
as a predictable interpolation in between them. 
Unexpected results often came from letting the 

network do most of the generation, which meant 
picking as few section images as possible. This 
meant the network would direct itself to a bigger 
extent, and explore the relations between the 
learned section images in its own way. This limited 
the role of the students' agency in the final 
generation of the latent walk (and as such their 
house). To overcome this problem, better ways of 
interacting with networks could be explored in a 
future course. Furthermore, the quality of the 
generated section images was entirely dependent 
on how well the training had gone. As such some 
students had to redo the training step a couple of 
times with different parameters to get recognisable 
section images from the network.    

One latent walk formed the base for each 
student's assembly step. The transformation of these 
image sequences into a concept cloud was 
straightforward through a given grasshopper script. 
Here the students only were in control of the 
resolution, in most cases picking the maximum 
resolution that their hardware could support. The 
assembled concept clouds were a direct reflection of 
the latent walks, so if the chosen latent walk was self-
similar, the concept cloud would feel like an 
extrusion of a section image. Several students faced 
this problem and some decided to generate a new 
latent walk. This issue kept bringing the discussion 
back to the importance of data, and what a specific 
bias means for the learning process. Some concept 
clouds proved to be immediately legible as a house, 
with information about its materiality, while others 
were more open in their interpretation. 

Example houses 
The students were tasked with interpreting their 
individual concept cloud and constructing a digital 
3D model of a house from it. Throughout the 
interpretation of the concept clouds, three main 
strategies emerged. The three strategies can be seen 
in Figure 5 and will be explained through an example 
house.  
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House A has its origins in Maison à Bordeaux by 
OMA, Boomer Residence by Frank Lloyd Wright, 
Small House by Kazuyo Sejima and Moore House by 
Charles Moore. The generated concept cloud mixes 
a low and highrise structure, incorporating slanted 
roofs, overhangs and part of the material 
distribution from its precedents. The interpretation 
strategy was to use the concept cloud as a spatial 
guide in order to create a new and rationalized 
model. This strategy proved very promising as it 
gave students a lot of freedom to incorporate their 
own design knowledge and ideas. 

House B is a merge between the Moriyama 
House by Ryue Nishizawa, the Leo Henriksen House 
by Arne Jacobsen and two houses by Preston Scott 
Cohen; The Cornered House and the Wu House. Here 
the generated concept cloud picks up on the 
fragmentation of volumes and the curved roofs 
quite well, while elements only visible in the top 
view such as the circular layout in Arne Jacobsens 
house aren't reproduced. To translate the point 
cloud into a house, the points were mapped into a 
volumetric database file (VDB) in order to create a 

mesh for each colour group. The outcome was then 
adjusted through small interventions to finalize the 
design. As a strategy, this was the most common and 
straightforward approach, taking the concept cloud 
as it is.  

House C blends the Brant House by Robert 
Venturi, La Rotonda by Andrea Palladio, the Elrod 
House by John Lautner and the Herning School 
Center by Jørn Utzon. The specifics of the concept 
cloud were in this case hard to pin down. Both the 
materiality and the suggested spatial knowledge 
seem disconnected from the precedents. The 
concept cloud itself suggested a bridge-like 
structure, creating a cantilevering situation within its 
centre. To transform the concept cloud into a design 
proposal an interwoven weblike structure was 
created that utilizes its colour changes for defining 
materiality. As a result, a playful colour scheme 
evolved. This strategy used the concept cloud as the 
starting point for a parametric design solution. As a 
strategy, this approach gave tremendous freedom to 
extract spatial ideas from the point cloud and could 
be further explored in the future. 

Figure 5 
Example houses 
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DISCUSSION 
In this paper, we presented a design method that 
uses the latent spaces of GANs as a platform for 
human-machine design collaboration. We have 
shown how this method can be incorporated into 
design courses to highlight the arbitrary nature of 
artificial neural networks and their potential 
- especially in the early stages of design. Through the 
modelling, slicing and reconstruction of 
architectural masterpieces, students were 
introduced to several key aspects of understanding 
spatial qualities, while experiencing the challenges 
of collaborative design with artificial neural 
networks.  

The first discussion was centred around the role 
of architectural masterpieces in a training dataset. 
Although each given masterpiece is highly 
individual, after labelling and slicing their 3D model 
replicas, new patterns and similarities could be 
discovered between them. The arbitrary 
discretisation of 3D models emphasised the 
fundamental truth of inhabitable space (dimensions, 
rhythms, material distribution, etc.) rather than the 
model's outstanding features.  

The second discussion was focused on the 
importance of data selection. During our data flea 
market (detailed above) students created a 
personalised dataset, which biased the new 
variations produced by their GANs. By treating each 
2D section as a character within an alphabet, we 
developed a new understanding of 3D geometries. 
“Walks” in latent spaces turned characters into 
“words” whose meaning was predefined/biased 
through the training data. By comparing different 
video footage of latent walks, the importance of 
defining the training data for artificial neural 
networks became obvious.  

The choice of 3D point clouds over meshes as a 
medium for translating latent walks into 3D models 
introduced a novel approach to handling machine-
proposed designs. Instead of the direct solidification 
of latent walks, point clouds functioned only as 
immaterial guides. Thanks to the standardized 
material labels of the training datasets, the 

generated 3D point clouds depicted not only mass 
and void distribution of space but also concepts of 
materiality. The role of point clouds in the design 
method allowed the machine suggestions to stay 
ambiguous and open for interpretation. Together 
with the available point cloud editing software and 
plugins, such as Volvox (Zwierzycki et al., 2016) and 
Cockroach (Vestartas and Settimi, 2020) students 
were able to adjust and manipulate their output 
clouds for further processing, which resulted in a 
large variety of design proposals. 

Limitations 
The presented design method showed a promising 
way of introducing machine learning algorithms to 
concept modelling processes within the framework 
of a design course. However, throughout the 
exercise, we encountered several limitations that 
need to be acknowledged.  

After training the GANs, students could only 
access the solution space through latent walks. For a 
better understanding of the structure of latent 
space, it would be useful to plot not only the linear 
path between the selected data points but also their 
surrounding neighbourhood. Another area for 
improvement is the level of immediacy of network 
interactions. Connecting the GANs to sketching 
applications or a camera could enhance real-time 
interactions with the networks, allowing more 
convenient exploration of the latent space. The last 
major limitation of the method became visible 
through the reconstruction of 3D point clouds. Since 
a single direction was used to fragment and 
reconstruct the data, the concept clouds often had 
an extrusion-like quality. By introducing multiple 
directions and spacings for the reconstruction of 
latent walks, new and better translations of spaces 
might occur. 

CONCLUSION  
The goal of the discussed GAN integrated design 
course was to introduce machine learning 
algorithms to concept modelling processes for 
architectural students. Through the different steps of 
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the tested method, we discussed the role of training 
data, the role of the interaction latent spaces, and 
the role of interpreting machine outputs. As the 
architecture agenda of upcoming decades will be 
shaped by variable objects that emerge from the 
interaction between humans and machines (Carpo, 
2011), the research aims to explore the opportunities 
for designers and their role in defining the relevant 
domains for design possibilities. 
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